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1 Fundamentals of ef cient substitutes for Catmull-Clark subdivision sur-
faces

Jorg Peters, University of Florida

As real time graphics aspire to movie-quality renderimgher-order, smooth surface representa-
tionstake center stage. Besides tensor-product splines, Qa@fark subdivision has become a
widely accepted standard — whose advantages we now warglicate in real-time environments.

Recently, ef cient substitutes for recursive subdivisitave been embraced by the industry. These
notes discuss the theory justifying the use of ef cient silbtes for recursive subdivision. (Three
other sections discuss their current and future suppottdrgtaphics pipeline, in the movie pro-
duction pipeline and for gaming implementations.)

Below we therefore explore the motivation and the propertiet surfaces and representations
should satisfy to be used alongside or in place of CatmwdHCsubdivision.

1.1 Why do we want smooth surfaces?

The ability to have continuously changing normals (comple-
mented by creases where we choose to have them) is important
both artistically and to avoid errors in downstream aldons.

Artistic shape considerations require the ability to eesamhooth
surfaces and transitions: sharp turns and sharply chamgirg
mals do not match our experience of, say, faces and limbs. On
the other hand, where the curvature is high compared to the su
roundings, smoothed outeasesare often crucial to bring to

life an object or an animation character. Figure 1:  Smoothness and
; . . _ creaseqfrom [PKO9]).
Downstream algorithms convey realism via lighting, silatias,

and various forms of texturing. In particular, the diffugelespecular components of the lighting
computation rely on well-de ned directions (hormals)associated with pointg of the object.



This is evident in the OpenGL lighting modet. Downstream algorithms relying om andv
include (click on thehyperrefdf you have the electronic version of the notes) are for edamp

— Gouraud shadin¢http://en.wikipedia.org/wiki/Gouraughading)

— Phong shadin¢http://en.wikipedia.org/wiki/Phonghading)

— Bump mappinéhttp://en.wikipedia.org/wiki/Bummnapping)

— higher resolution near thelhouette(http://en.wikipedia.org/wiki/Silhouette)
— Normal mappindhttp://en.wikipedia.org/wiki/Normammapping)

— Displacement mappinttp://en.wikipedia.org/wiki/Displacemenapping)

1.2 Surface smoothness

Surfaces that can locally be parameterized over their tenglene are called regula@!® sur-
faces (or manifolds). Such surfaces provide a unique normal every point computable as
the cross product of two independent directiopsandt, in the tangent planenjjt; t,. To
characterize smoothness of piecewise surfaces, as they icgraphics applications, the area
of geometric modelinghttp://www.siam.org/activity/gd) has developed theiootof "geometric
continuity'. Essentially, two patchesandb join G* to form a part of &C* surface if their (partial)
derivatives match along a common cuaféer a change of variables

Formally (see e.g.Het0]), the patches andb map a subset of R to R3. Thatisa;b : (
R?!1 R3. Let be a map that suitably connects the domains, i.e. changesitiables. We calll
such a a (regular) reparameterization: R> ! R?. LetE =[0::1] 0be an edge of andZ
the non-negative integers and letlenote composition, i.e. the image of the function on ithtrig
provides the parameters of the function to its left.

Patchesa andb join G if there exists a (regular) reparameterizatioso that for the parameter

restricted tcE o .
fori;j 2 Z;i+j k; @da = @a@b: (1)

1The red, green or blue intensity of OpenGL lighting is

intensity := emission, + ambient ambienf,
X 1

‘ ko + kid + kod?
lights

spot ambient ambienf, :::

;i+maxf(p v) n;0g diffuse diffuse, + maxfs n;O0ge""es

specular speculay,
vertex n normal p lightpositon e eye position

Y,
where m material ) light source | lightingmodel d kp vk
— S0 0.— vV _p vV e
SE e ST ekt kv ek


http://en.wikipedia.org/wiki/Gouraud_shading
http://en.wikipedia.org/wiki/Phong_shading
http://en.wikipedia.org/wiki/Bump_mapping
http://en.wikipedia.org/wiki/Silhouette
http://en.wikipedia.org/wiki/Normal_mapping
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Smooth surfaces must in particular sati€y continuity, i.e. @) for k = 1. That is the surfaces
need continuity along the common curve and matching trasal/derivatives (across the edge):

a (E)=Db(E); @a (E)= @b(E): 2)

(Matching derivatives along the boundary cur@,a (E) = @ b(E) already follow from
a (E)= b(E).) Proofs are therefore usually concerned with establisla (E) = @b(E)
for patches with a common boundary curve (segment).)

To join n patchesG at a vertex, two additional constraints come into play: lf@vertex enclosure
constraintmust hold for the normal component of the boundary curved;(hthe reparameter-
izations must satisfy aonsistency constrainBoth constraints arise from the periodicity when
visiting the patches, respectively the reparameterinatgurrounding a vertex. For a detailed ex-
planation of these constraints and an in-depth look at g&aneentinuity see for examplé’t03.

A complex of G!-connected patches admitsGt manifold

structure.G* constructions differ from the approach of classical N, e N,
differential geometry in that they do not require fully ded
charts.G! continuity only regulates differential quantities along %

P,

an interface, whereas charts require overlapping domains. PN
1.3 Filling the normal channel /Nfﬁ & L%
The separation of the position and the normal channel in thesX ™~ P,

graphics pipeline makes it possible to substitute for the tror-
mal eld of the surface, a eld not necessarily orthogonal to i > N | ch Id
the surface. This " eld of directions' can be used, as in bump \gure <. Normal chanhnet de-

. . ned separate from the geom-
mapping, to make a surface less smooth or to make it appear,

smoother (under lighting but not its silhouette) than itytris. ey (from N.PBM01])' Lin-
ear interpolation of the normals

Of course, the geometry and the shape implied by lighting wit at the endpointst¢p) ignores
the " eld of directions' declared to be the ‘'normal eld' wil inections in the curve while
be (slightly) inconsistent. But we may hope that this does nothe quadratic normal construc-
attract attention (see PN triangles and ACC patches belthg.  tion (botton) can pick up such
visual impact of the " eld of directions' in the normal chagin  shape variations.

may be so good that a careful designer will have to checkseirfa

quality partly by examining silhouettes.

For polyhedral models, determining vertex normals is areand

constrained problem and various heuristics, such as angré@ce normals, can be used to |l
the normal channel (for a comparison see elg\\[05). Figure 2 illustrates that some level of
consistency of the normal channel with the true surface g&gnis important. Substitutes of



(a) interpolation (b) approximation

Figure 3: Which polygon represents the circle better?

subdivision surfaces (Sectidnd) therefore typically use more sophisticated approachdkthe
normal channel.

1.4 Evaluation or approximation?

Due to the pixel resolution, we ultimately render an avedadi@earizedapproximationof sur-
faces. As Figura illustrates, exact evaluation followed by piecewise Imeampletion need not
be superior to any other approximation where no point lieacyx on the circle. For another
example in 2D consider the U-shape= x? for x 2 [ 1:1]. The line segment that connects
( Ly( 1)) to(1;y(1)) is based on exact evaluation at the parametersand 1 but is a much
poorer approximation (in the max-norm) to the parabolagiban the line segmeft 1; 1=2) to
(1; 1=2).

On a philosophical level, if one ultimately renders a trialagion of the surface, there is no reason
to believe that a triangulation with exact values at theizestis a "best' approximation to the true
surface. All we know is that the maximal error does not ocduha vertices but in the interior
of the approximating triangles. The error in the interiottloé triangle may be far more than the
distance between a control point and the surface or a cant@oble and the surface.

So, while "exact' evaluation may sound better than "appnaxe’ evaluation, there is often no
reason to prefer one to the other. In fact, if we stay with &l net of a surface rather than pro-
jecting it to the limit, we preserve the full information dfe spline or subdivision representation.

One attempt at quantifying and minimizing this error amel-structuresof Subdividable Linear
Ef cient Function Enclosures (slefesft04. Mid-structures link the curved geometry of the
surface to a two-sided (sandwiching) piecewise linear @apration. For a subclass of surfaces
the approximation is optimal in theax-norm(http://en.wikipedia.org/wiki/Supremumorm).
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The main justi cation for positioning points as exactly assgible on a surface is that, when two
abutting patches are tessellated independently, it is ¢gm@dree on a rule that yields the same
point in R® so that the resulting surface has no holes, i.adgertight Mandating the point to be
exactly on the surface (and being careful in its computati®an easy-to-agree-on strategy for a
consistent set of points. Of course, any other well-knowa ofi approximation would do as well.

1.5 Polynomial patches of degree bi-3 and bi-cubic splines

control polygon
| fh/ ; | th
3 3

to t1 to i3 ta is te t7 ts to t1 to i3 ta ts te t7 ts
A B

Figure 4: Univariate uniform cubic spline (from [Myl08]). (A) Control pointsq :=[1;3;1;2; 1] (red)

and knotst :=[ 1;0;1;2; 3;4;5;6; 7] de ne a cubic splinex(t) as the sum of uniform B-spline basks
scaled by their respective control pointduge, green, magenta, cyan(B) An equivalent de nition of the
spline is as the limit of iterative control polygon re nemedsubdivision).

A )N )’

e

Figure 5: Commutativity ofensor-product spline subdivision(from [MKP07]). Bi-3 spline subdivision
(A) in one direction followed by (B) the other, or (C) simuteous re nement as in Catmull-Clark.
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If we want to avoid linearization, we need to use quadratiches at a minimum. Quadratics
offer a rich source of shapes — after @i surfaces can locally be well-approximated by them)
but smoothly stitching pieces together is generally onlggile for regular partitions. Moreover,
enforcingG?! continuity can force at spots for higher-order saddlesglsias amonkey saddle
(http://en.wikipedia.org/wiki/Monkegaddle). PR9q lists all classes of quadratic shapes.

Many curved objects are therefore modeled with cubic spb(e) := P - gf-(t) asillustrated in
Figure4. Cubic spline curves in B-spline form are available in Opkr&s gluNurbsCurve
By tracing out cubic splines in two independent varialjles/), we obtain a tensor-product spline
available in OpenGL agluNurbsSurface . We call the tensor of cubic splinés-3 splineor
bi-cubic spline:

x X3

q; Fi(u)fj(v): (3)

i=0 j=0
Bi-3 splines inB-spline formcan be evaluated ef ciently, for example big Boor's algorithm
(http://en.wikipedia.org/wiki/DeéBoor_algorithm).

Just as for curves, each tensor-product spline can berggiits parts by averaging control points.
This is theC? bicubic subdivision as illustrated in FiguBavhose limit is the bi-3 spline patch.

An alternative representation of a polynomial piece is Bernstein-

Bezier formor, shorterBB-form 2. Cubic spline curves in B-spline form B3
are available in OpenGL agMapl . It, too, can be tensored
b;
X hi(u)h; (v);  he(t) : 1 ek (4 3
i b hi(u)h; (v); k(t) = m( ) : (4) b
Bi-3 splines in BB-form are available in OpenGL giMap2 . Every (6o [ho  [Cpo

surface in B-spline form can be represented in BB-form using patch
in BB-form for every quadrilateral of the B-spline contrattn Due to
combinatorial symmetry in the positions, there are threesyof formulas
in B-form to BB-form conversion:

Figure 6: Bi-3
conversion from
B-spline coef cients
g; to BB-coef cients

Oy 1= 40y +2(0h2 + 2Cp1) + Cpz; by (5)
18010 := 8p11 + 2P12+ 2P10 + 4 P21 + P20+ Pz
36hno = 1601 +4( 01 + Cho + Cp1 + Cho) + Cp2 + Ch2 + Cho + Cpo:

Conversely, if patches in BB-form are arranged in checkarbdorm, they can be represented

in B-spline form. To obtain the simplest representation,remove knots where the surface is
suf ciently smooth. (If we do this locally and carefully keé¢rack of where we removed knots, we

2http://en.wikipedia.org/wiki/Beziecurve
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Figure 7: Control point structure olieft) a polynomial bi-3 patch andi¢ht) a Gregory patch.

arrive at T-splines$2BN0J). That is, the B-spline form and the BB-form are equally eoful,
but one may choose B-splines to have fewer coef cients arnlttipusmoothness, while the BB-
form provides interpolation at the corners.

Additionally, the BB-form can be generalized to two varedbo that the natural domain is a trian-
gle, i.e. tototal degree BB-form. Polynomials in BB-form can be evaluateddy Casteljau's algorithm
(http://en.wikipedia.org/wiki/DeCasteljau'salgorithm). As a byproduct of evaluation, De Castel-
jau's algorithm provides the derivatives at the evaluagiomt from which the normal direction can

be obtained by a simple cross product. For a detailed exposit these useful representations see
the textbooksHar97 PBPO].

There are a number of classic bi-3 surface constructieas {7 v\W86, Pet9], but, due to funda-
mental lower bounds, they work in general only if we splitdtscinto several polynomial pieces.

The C! bi-3 Gregory patcHGre74 BG79 is a rational surface patch : [0:1F ! R3 such that
@@x 6 @@x can hold at the corners. This allows separate de nition st order derivatives
along the two edges emanating from a corner point; this candveed as splitting certain control
points into two (see Figuré). The resulting lack of higher-order smoothness conteduo it not
being widely used in geometric design but should not be alpnolior real time graphics. High
evaluation cost and cost of computing normals require ahuske.

1.6 Subdivision surfaces

We sketch here only the basics of subdivision surfdcasf cient to explain their evaluation and
approximation. A full account of the mathematical struetaf subdivision surfaces can be found
in [PRO]. The SIGGRAPH course noteg $0(] of Schroder and Zorin, and the book "Subdi-
vision Methods for Geometric design' by Warren and Weimén/J0Z] complement the more
formal analysis by a collection of applications and datadtires. See also the generic CGAL
implementation fAUKO04].

3http://wapedia.mobi/en/Bezigriangle
4subdivision surfacegttp://en.wikipedia.org/wiki/Subdivisiasurface)
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Figure 8: Mesh re nement by th€atmull-Clark algorithm.

Algorithmically, subdivision presents itself as a
mesh re nement procedure that applies rules to
determine (a) the position of new mesh points
from old ones and (b) the new connectivity. These
rules are often represented graphically as weights
(summing to one) associated with a local graph
or stencilthat links the old mesh points combined
to form one new one: Forming the weighted old
mesh points yields the new point. On the GPU,
recursive subdivision naturally maps to several

shader passes (see egJP05Bun03®). Figure 9: Subdivision surfacesconsist of a

Alternatively, the weights can be arranged as anested sequence of surface rings.
row of a subdivision matrixA. This subdivision
matrix maps a mesh of initial pointg 2 R® collected into a vectag to an (m times) re ned mesh

q" = A"q: (6)

The mesh can hawextraordinary pointsAn extraordinary point is one that has an unusual number
of direct neighbor®; n is often referred to as thelenceof the extraordinary point. For example,
n 6 4 is unusual for Catmull-Clark subdivision (see Fig8je

Mathematically however, a subdivision surface is a spline surface witlaied singularities. Each
singularity is the limit of one extraordinary point undebslivision. In particular, the neighborhood
of any such singularity consists of a nested sequence aicirings as illustrated in Figuge

In the case of Catmull-Clark subdivision, the nested serfatgs consist oh L-shapedsectors
with three bi-3 polynomial pieces each. Let:= [0::1F be the unit square. Then each sector
of themth ring can be associated with a parameter raﬁge % (see Figures 4.2, 4.3, 4.4,
4.5 of [PRO] for a nice illustration of this natural parameterizatiardahe fact that the union of

Shttp://http.developer.nvidia.com/GPUGems2/gpugemis@pter07.html
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rings then forms a spline with a central singularity). Areatiative parameterization associates
i n  with an L-segment, where, is the subdominant eigenvalueAffor valencen.

1.7 Evaluation of subdivision surfaces

Since subdivision surfaces are splines with singularthese are a number of evaluation methods
that also work near extraordinary points. We list four metthbelow.

1.7.1 Standard Evaluation

(i) determine the ringn (by taking the logarithm base 2);

(ii) apply m subdivision steps (either by matrix or stencil applicasipn

(i) interpret the resulting control net at leveil as those of the L-shaped sectors in B-spline
form; and

(iv) evaluate the bi-3 spline (by de Boor's algorithm).

While step (ii) seems to require recursion, it can be repldmyethe on-recursive matrix multi-
plication ).

This is typically themost ef cient strategy to evaluate a subdivision surféaed it can not be
patented ;-) ). It is particularly ef cient when many poirds a regular grid are to be evaluated,
for example when, for even coverage, we want to evaluate dstimore points in ringn than in
ringm 1. Itis also most ef cient when the surfaces have adjustatdasesDKT98], i.e. where
Catmull-Clark re nement rules are averaged with curve enment rules.

Some special scenarios, however, invite different evedoatrategies. Before settling for a strat-

egy, it is good to verify the conditions under which they goprapriate and ef cient.

1.7.2 Tabulation of Generating Functions

If the crease ratios are restricted to a few casebthe depth of the subdivision is restricted, then
we can trade storage for speed by pre-tabulating the ev@udthe idea is to write the subdivision
surfacex locally, in the neighborhood of an extraordinary point, as

X(u;v;j) = \ q-b(u;v;j); (7)
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where theq: 2 R? are the subdivision input mesh points; edcl2 R is a generating spline, i.e.
a function that we may think of as obtained by applying thesuwf subdivision considering one
coordinatej of g; and setting alty = O except forg; and the summation byis over allb that
are nonzero at the poifu; v; j) of evaluationj 2 f 1;2;:::; ng denotes one of the sectors of the

we can look up and combine these values with the subdivisipatimesh pointg- at run-time.
When stored as textures, approximate “in-between' valaepde obtained by bi-linear averaging.
[BS02

1.7.3 Patch selection (ii) in eigenspace

If several but irregularly distributed parameters are tevauatedandif they lie very close to the
extraordinary point, it is worth converting the subdivisioput mesh pointg- to eigencoef cients
p- 2 R3. For this, we need to form the Jordan decomposiih= V J™V 1! (just once for any
given subdivision matriXA of valencen) and sep := V 1q so that

AMg=VJI"p: (8)
If the Jordan matrix]J™ is diagonal then the computational effort at run time of gigpeduces
to takingmth powers of its diagonal entrie® 7. In step (iii) we need to apply top and can
then proceed as before with step (iv) to evaluate a bi-3 gjjfila99. Note that this method is no
more exact than any of the other evaluation methods and xhat evaluation at individual points

does not mean that a polyhedron based on the values exadthesahe non-linear subdivision
limit surface.

1.7.4 Eigensystem evaluation

For parameters on a grid, Cavaretta et al. showed that, fartifins satisfying re nement rela-
tions, the exact values on a lattice can be computed by gphsneigenvalue problentcpM91,
page 18],{B93 page 11]. Schaefer and Warrez/J/07 apply this approach to irregular settings.

We note that neither the standard evaluation us@aér any of the three approaches just listed
require recursion or uniform re nement (with its conconmitdigh use of memory and possibly of
CPU-GPU bandwidth). However, they do not provide convdrshort formulas.

1.8 Can it be done simpler? Ef cient Substitutes

A surface construction can provide a substitute for the sugidn algorithm if the resulting sur-
faces have similar properties.
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Figure 10: Control point structure &N triangles (from [VPBMO1]). (left) the positional channelyight)
the normal channel.

1.8.1 Control polyhedra and proxy splines

The classic substitute is to render, at a nite level of resioh, either the re ned control poly-
hedron or a polyhedron obtained by projecting the re nedtmrvertices to the limit (using the
left eigenvectors of the subdivision mat#). This is based on the fact that the distance between
control polyhedron and limit surfaces decreases fast. Qrileeochallenges here is to correctly
estimate the distance of the (projected) control polyhedoothe surface in order to determine
the (adaptive) subdivision level that gives suf cient redgmn for the application. By character-
izing control polyhedra as (the images of) proxy splineshwtite same structure as subdivision
surfaces, PR0O§ Chapter 8] gives general bounds on this distance for alflisigion schemes.
Tighter bounds, speci cally for Catmull-Clark subdivisisurfaces can be found ir{v0g. Also
available is a plug-in by Wu for (pov-)ray tracing based oe bounds in\[VP04 \WP09. This
class of substitutes is only ef cient, if it can be appliecaptively (see, e.gHun05).

1.8.2 Separate geometry and normal channels

A second class of substitutes takes advantage of the sigpacdtthe position and the normal
channel in the graphics pipeline. That is, the entries imtbrenal channel are only approximately
‘normal’ to the (geometry of the) surface.

— original geometry, re ned normals To create a denser eld for the normal channel then
would be used by Gouraud shading, we can apply subdivisimrdging) to the polyhedral
normals PB0OS].

— re ned geometry, re ned normals Replacing an input triangle with normals speci ed at
its vertices,PN triangles[VVPBMO1] consist of a total degree 3 geometry patch that joins
continuously with its neighbor and has a common normal atvédrtéices. To convey the
impression of smoothness, a separate quadratic normél jpéécpolates the vertex normals
(Figure 10). By reducing the patch degree to quadratics, trades éof the geometry
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Figure 11: Mesh-to-patch conversion. (from [MINPOg) The input meshtpp) is converted to patches
(botton) as follows. (a) An ordinary facet is converted to a bi-cupatch with 16 control point§; . (b)
Every triangle in polar con guration becomes a singulacbbic patch represented by 13 control points
(c) An extra-ordinary facet with sides is converted toR,-patch de ned byen + 1 control points shown
as . TheP,-patch is equivalent ta C1-connected degree-4 triangular patches = 0:::n 1, having
cubic outer boundaries.

for faster evaluationfA08] (see alsolS07). Since the quadratic pieces have no in ections
this is particularly useful when the triangulation is attganore re ned.

For four-sided facets, the corresponding (familyBN quadswvas known but not published
at the time of PN triangles. Just like the triangles, its lpeBches are constructed based
solely on the pointy and normals at the patch vertices so that a patch need not look up
the neighbor quads.

Better shape can be achieved, when the neighbor patch(ebg@xcessed. For example, the
inner BB coef cientsh; can be derived from a bi-3 splin®¢t0g. One can use Equations
5 for the inner coef cients of typdy; and setlhyg on an edge between two patches as an
average of their closest inner points. A good heuristic isabthe corner control points to
the Catmull-Clark limit point (withp the central control pointand for=0;:::;n 1 1

the direct neighbor points arggk the face neighbor points):

1

nn+5)k6s == (NG +4% 1+ G): 9)

1=0

Up to perturbation of interior control points near extranedy points,

(n+5) BYC = nopg + 2(tho + 20p1) + Gpz; (10)

this is how ACC patches [5084 are derived (see also the Section 2.3 of these lecture)notes
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(a) (b)

(©

Figure 12: Quad/tri/pent polar models (from [MNPO0{]) (a) Axe handle; using a triangle and a pentagon
to transition between detailed and coarser areas. The ad (edt) features a sharp crease. (b) Polar
con gurations naturally terminate parallel feature liredeng elongations, like ngers. (c) smooth surface
consisting of bi-cubic patcheyéllow), polar patchesarangg, and p-patches with = 3 (green, n = 4

(red), n =5 (gray).
1.8.3 C1! surface constructions

A third class of substitutes are prop@t surfaces, i.e. their normals can be computed everywhere
(eg in the pixel shader) as the cross product of tangentw/étiges obtained as a byproduct of de
Casteljau's evaluation) without recourse to a separatmabchannel.

These patches are typically polynomial, although a ratiooastruction like Gregory's patch and
its triangular equivalent could be used just as well. Thelpabrners and normals can moreover
be adjusted to approximate Catmull-Clark limit surfaces.

Just as the second class, c-patchiéslyl * ] and themany-sided pfh)-patches [INPO] (Figures
11 and 12) can be constructed and displayed in real timeINPOg comes with shader code,
allows for (rounded) creases and polar con gurations (sigeir€ 12(d)) ® The third class of
surface constructions is related to surface spline=qj and Loop's constructionlfoo97 and

® One concern is that such creases and polar con gurationst ies parametric distortion' when texture mapping. Apiply
the same crease or polar mappingRif) when looking up texture coordinates, however, shows thigern to be unfounded.
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localized hierarchical surface splineésf99.

1.9 Efciency

Whether a particular representation or evaluation stydteijme and space ef cient depends on the
software/hardware setup. However, we can observe thexfioigpin the context of GPU rendering.

Fixed, ne triangulationsare expensive to transfer to the GPU and require animatieadt ver-
tex. They lack re nability. Subdivision surfaces approxted byrecursive re nementpossibly
followed by projection of the control points to their limrgequire multiple passes with increasing
bandwidth and intermediate memory storage. Subdivisidasess approximated byon-recursive
evaluationas listed in Sectiof.7requires the inversion of (moderately sized) matrices s€hea-
trices need to be adapted for different types of creasesdi@sion surfaces approximated by
tabulationrequire storage that limits the representable crease coatgpns. The (ef cient) sub-
stitutes listed in Sectioh.8allow for creases, adaptive evaluation (by instancing ettéissellation
engine) and, as low degree polynomials, have been created both space-ef cient and time-
ef cient, in their construction as well as in their evaluati

ef ciency space time comment
triangulation — - xed resolution
recursive subD — adaptivity?
non-recursive subD — creases?
tabulation — + creases?

ef cient substitutes + + crea¥e adapK

1.10 Higher-quality surfaces?

For high-end desigrG?! continuity is not suf cient. One can feel (and sometimes)ske lack of
curvature continuity. In fact, Catmull-Clark subdivisidnes not meet the requirements of high-
end design: Generically, near extraordinary points, timeature lines diverge, and the surfaces be-
comes hyperbolic{PR04. Guided surfacingf P07, KPN1], Loop and Schaefei po04, LS084
and most recently a bi-G? polar subdivision/P09 promise better shape. Yet, it is not clear that
real-time or movie applications can bene t from such higrality surfaces.

Curiously, at least formally, displacement mapping, wiiften increase roughness of the surfaces,
formally requires derivatives of normals and thereforenkigorder continuity.
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1.11 Summary

Besides the classical rendering of the control polyhedsossibly projected onto the surface, there
are two classes of surface constructions that can be usédiastesubstitutes of subdivision sur-
faces or as primitives in their own right. Both triangulatgiees and quad patches are available (as
well as polar con gurations) to give the designer broadgiag options and mimic both Catmull-
Clark and triangle-based subdivision. The next chaptdiexplain the use of these constructions
in more detail and may inspire additional short-cuts andwations (see for exampl¢, made alll

the more relevant by the imminent availability of tessedlathardware.

AcknowledgementsThis work supported in part by NSF Grant CCF-0728797
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2 Implementation

Tianyun Ni and Ignacio Casi®, NVIDIA

In this chapter we start with an overview of the Direct3D lagirics pipeline, followed by the
motivation behind the design of the the pipeline through taee studiesPN Trianglesand Ap-
proximating Catmull-Clark subdivision surface®Ve then show how to implement and emulate
portions of this pipeline on current hardware for backwardmpatibility. Finally, we discuss
some of the practical implementation details.

2.1 The Direct3D 11 tessellation pipeline

Direct3D 11 is the latest version of Microsoft's graphicslAdhd it provides access to the lat-
est features of modern graphics hardware. The most notéltlese features is support for an
extended pipeline that enables programmable hardwarel legm.

While here we refer to this new graphics pipeline as the B&@d 1 pipeline, we expect the same
features will also be exposed under OpenGL. However, wehes®irect3D terminology, since
the details of the corresponding OpenGL extensions areutdigly available yet.

2.1.1 Overview of the pipeline

Direct3D 11 extends the Direct3D 10 pipeline with supportgdoo-
grammable tessellation. This is accomplished with the tamdf
three new stages: theull Shader the Tessellator and theDomain
Shader(Figure 13). The goal of these new stages is to enable ef -
cient rendering of higher order surfaces, such as the appadions

to subdivision surfaces described in the previous chajptéact, one
could say that the pipeline was designed with this particaglica-
tion in mind.

These three new stages stand betweevénex Shadeand theGe-
ometry ShaderAs their name implies, thelull ShaderandDomain
Shaderare programmable stages, while thessellator although
fairly exible and con gurable, is a xed function stage.

In addition to these new stages, Direct3D 11 also adds a nieav pr
itive type: the patch. Patches are the only primitive typjes are
supported when the tessellation stages are enabled. Bdtahe an

Figure 13: The Direct3D 11
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arbitrary number of vertices between 1 and 32, and unlikechtiye
other primitive types, patches do not have any implied toggl That
is, a patch with three vertices is not necessarily a trigngseup to
the programmer to write shaders that decide how the patditesr
are interpreted. In this setting, a patch is just a discot@okeset of
vertices.

In the tessellation pipeline theéertex Shaders still the rst programmable stage. Its purpose,
however, is reduced to transform vertices from object toldvepace. That is, it allows you to

apply animation and deformations at a lower frequency. dea is that by performing animation
and simulation on the control mesh it will be possible to ticadly reduce animation storage, and
to implement much more realistic simulation algorithms.

On the other hand, one also has to take into account thatrter ldne size of the patch, the lower
the effectiveness of the post-transform cache. While angiie meshes the number of transforms
per vertex is typically between 1.0 and 1.5, when using quadhes composed of an average of
16 vertices, the number of transforms per vertex is geneadlbut 6 times higher. In spite of that,
performing animation in th&ertex Shaders in many cases more ef cient than computing the
animations in a separate pass.

After the Vertex Shaderthe Hull Shader(Figure 14) is invoked for each patch with all its trans-
formed vertices. In this regard théull Shaderis similar to theGeometry Shadesince it can
perform per primitive operations. However, as opposed édxbometry Shadethe Hull Shader
has a xed output that has to be declared in advance.

Figure 14: TheHull Shader
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The Hull Shaderserves two purposes. One is to compute per edge tesselfatitmrs that are
provided to theTessellatoistage. The other is to perform computations that are invefoa all the
vertices that will be generated in t®@main ShaderThe most common example is to transform
the input vertices from one basis to another, which is usghén the input representation is not
practical for direct evaluation.

In order to perform these tasks ef ciently, thill Shademeeds to be parallelized explicitly. That
is, instead of having a single thread per patch compute atfalpoints and tessellation factors, the
Hull Shaderis divided into three parallel phases (Figd#), and each of these phases is composed
of a user de ned number of threads between 1 and 32. Thessthocannot communicate between
each other, but each phase can see the output of the previass.p

Figure 15:Hull Shaderphases.

That allows you to, for example, compute control points m tist stage, the Control Point Phase;

based on these control points compute the edge tesselfatitors in the second stage, the Fork
Phase; and nally based on the edge tessellation factorpuaterihe interior tessellation factors in

the last stage, the Join Phase.

To simplify the programming of thelull Shader the shader code that correspond to the Fork and
Join Phases is not provided explicitly. Instead, a singdshfunction to compute all the patch
attributes is provided by the programmer and the HLSL coenpilitomatically extracts parallelism
from it.

TheTessellatolis the stage in which the data expansion happens. The only afipheTessellator

is the set of edge and interior tessellation factors congpurte¢he Hull Shader The Tessellator
generates semi regular tessellation pattern for each pasdd on these factors. The actual pattern
also depends on the user-selected con guration.
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Figure 16: Some examples of tessellation patterns genebgttheTessellator

The Tessellatorsupports tessellation in the triangle and quad domainsi(eitg). In both cases
the Tessellatorcan generate triangles in clockwise or counter-clockwiskeio The generated
tessellation patterns are symmetric along the edges ampbdifpactional tessellation factors as in
[Mor01]. However, as opposed to previous implementations, n@mgtes are not always inserted
from the center of the tessellation domain, but follow a maméorm pattern that's based on the
ruler function. That produces smoother transitions betwessellation levels and minimize the
aspect ratio of the triangles in the transition regions.

Fractional tessellation can sometimes result in sampilitiigets, because the sampling location is
constantly updated as the tessellation factors changeseT$ampling errors sometimes manifest
itself as temporadwimmingartifacts. In order to avoid these problemsTessellatoralso supports

a power of two tessellation mode that is stationary, that s the nice property of not moving
vertices around as they are inserted or removed.

Finally, theDomain Shade(Figure17) takes the parametric coordinates of the vertices gerterate
by the Tessellatorand the control points output by théull Shaderand uses them to evaluate the
surface. TheDomain Shadestage creates one thread for each generated vertex. Theadsh
are similar tovertex Shadethreads; they evaluate the surface in parallel and canmotremicate
with each other.

To evaluate the surface in ti®Bomain Shadeit's necessary to use a surface representation that is
amenable for direct evaluation. That is, given a parametardinates, it should be possible to
evaluate the position and normal of the surface at thatilmtaln addition to position and normal,
theDomain Shadealso interpolates texture coordinates and can samplerésxitu order to apply
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Figure 17: Thédomain Shader

displacement maps.

Instead of directly using the parametric coordinates ptediby thelessellatorit's also possible to
adjust them with perspective correction in themain Shadeto generate a more uniform triangle
distribution in screen-spac&I[-HAMO8].

In addition to the surface evaluation, themain Shadealso has other responsibilities that would
traditionally correspond to th¥ertex Shader That includes projecting the vertex position to
screen, transforming normals and light vectors to the sgmees computing view/eye vectors,
etc.

Once the vertices have been transformed byDbeain Shaderthe primitives generated by the
Tessellatorare optionally processed by tideometry Shadewr directly sent to the triangle setup
stage for rasterization.

The combination of programmable and xed function stagetheftessellation pipeline provides a
powerful surface rendering model that can be ef ciently lempented in hardware. We think this
pipeline provides developers with a great amount of exipiland will create a framework for
innovation and development of alternate evaluation allgors and new surface representations.

2.1.2 Motivation

The rendering of the ef cient substitutes outlined in Cleaftcan usually be decomposed into two
stages. First, the input coarse mesh is converted to a sevafdgree parametric patches. We refer
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to this stage aPatch Construction Second, the positions and normals are evaluated at aybitra
locations of the parametric domains. We call this st8ggace Evaluation

Since each facet-to-patch conversion is independent adttiers, each input facet is converted to
one (in some cases, few) patches in parallel duRatgh ConstructionThis stage maps naturally
to theHull Shaderwith a facet (and possibly its 1-ring) as an input patch pirai The output
patch of theHull Shaderis the converted parametric patch in the form of its contahfs. In
the Hull Shader every control point is computed as the weighted sum of thgces in the patch
primitive. Since the control point computations are indegent of each other, the control point
phase invokes multiple threads and computes one controt per thread. Some of the interior
control points and all tessellation factors are determimgdnultiple control points, so they are
computed in Fork Phase and Join Phase. DuBuatface Evaluationthe position and normal at
each parametric domain can be evaluated in parallel. WeSoaface Evaluationo the Domain
Shaderand takes control points as well as the parametric domaiargead by th&essellatoras
inputs.

Next, we will discuss Direct3D 11 implementation in moreailstthrough two of the most popular
ef cient substitutesPN Trianglesand Approximating Catmull-Clark subdivision surfaces

2.2 Direct3D 11 Implementation of PN Triangles

PN Triangles[\VPBMO1] provide a simple tessellation scheme for triangular mesfdis inter-
polation scheme replaces input at triangles with triarsgutubic Bézier patches and quadratic
normal variation. It can be easily integrated into DirectBDGPU pipeline. To implemerRN
Triangles we rst compute 10 geometry and 6 normal coef cients (or Wwmoas control points)
for each input triangle. This stage is callBdtch Constructiorand mapped to thelull Shader
Afterwards, the positions (and normals) are evaluatedguggometry (and normal) coef cients
respectively. This stage is mapped to D@emain ShaderThe discussion of the Direct3D 11 im-
plementation focuses on the data ow between two new shadgesand one xed function unit
for tessellation (see Figuds).

The input patch of thédull Shaderis a patch that consists of three vertices where each vertex
contains its positionK;) and normal ;). The Hull Shaderconverts a triangle into an output
patch in the form of two Bézier patches that de ne the geaynahd normal of the surface piece.
While a single thread could be used, it's more ef cient todadvantage of the symmetry of the
construction by using multiple threads to parallelize tbenputations. We divide the workload
(see Figurdl9) based on the observation that from one edge(f&iMN;) and(P;.1; Nj+1) ina at
triangle, we can derive one vertex geometry (and normal) @eat and two tangent geometry
(and one tangent normal) coef cients. The coef cients cangal according to each edge pair are
indicated in ecliptic circle in Figurd9. In this way, three threads are invoked inside Hhdl
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Figure 18:Hardware Tessellation of PN Triangle on Direct3D 11 Piplin

Figure 19:Workload distribution among three threads in thell Shader Each thread computes three position control points
(left) and two normal control pointsight).

Shaderto compute one third of an output patch. Speci cally, eaailedld computes three control
points for positions (i.e.bzoo; Bo1; Mhio2), and two normal control points(i.en,g; N101). The
detailed formulae of computingandn are available in\fPBMO01]. TheHLSLshader code in the
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Hull Shaderis as follows:

[domain("tri")]

[outputtopology(“triangle_cw")]
[outputcontrolpoints(3)]
[partitioning(“fractional_odd")]
[patchconstantfunc(*HullShaderPatchConstant")]

HS_CONTROL_POINT HullShaderControlPointPhase( InputPa

tch<HS_DATA_INPUT, 3> inputPatch,

uint tid : SV_OutputControlPointID, uint pid : SV_Primitiv elD)

{
int next = (1 << tid) & 3; // (tid + 1) % 3

float3 pl
float3 p2
float3 nl
float3 n2

inputPatch[tid].position;
inputPatch[next].position;
inputPatch[tid].normal;
inputPatch[next].normal;

HS_CONTROL_POINT output;

/I Position control points
output.posl = (float[3])p1;
output.pos2 = (float[3])(2
output.pos3 = (float[3])(2

/I Normal control points

float3 v12 = 4 * dot(p2-pl, n1+n2) / dot(p2-pl, p2-pl);

nl;
nl + n2 - vl12 * (p2 - pl);

output.norl
output.nor2

/I Texture coordinates
output.tex = inputPatch[tid].texcoord;

return output;

}

* pl + p2 - dot(p2-pl, nl)
* p2 + pl - dot(pl-p2, n2)

* nl);
* n2);

The center coef cientyy, is a function of all vertex and tangent coef cients. In orderavoid
redundant computations, we defer the derivationnef to patch constant function stage where
all other control points have been derived. During this stage also determine the edge/interior
tessellation factors according to the computed contrattgoiAs described in Sectidhl.l, The
Hull Shaderis composed of multiple phases. The control point phaserallphzed explicitly,
while the other phases are parallelized automatically. 0dex only provides a serial function to

compute all the "patch constant attributes”.

/I Patch constant data

HS _PATCH_DATA HullShaderPatchConstant( OutputPatch<HS

{
HS_PATCH_DATA patch = (HS_PATCH_DATA)O;

/I Compute the edge tessellation factors

for (int i = 0; i < 3; i++) {
HullShaderCalcTessFactor(patch, controlPoints, i);
}

/I Compute the interior tessellation factor
patch.inside = max(max(patch.edges[0], patch.edges[1])
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/I Calculate the center control point.
for (int i = 0; i < 3; i++) {
patch.center += (controlPoints[i].pos2 + controlPoints| i].pos3) * 0.5 - controlPoints]i].pos1;

}

return patch;

}

The Tessellatorunit takes the edge tessellation factors of the trianglenagut, and generates
a semi-uniform tessellation pattern. TBemain Shadethen takes the parametric coordinates of
the generated vertices and the patch control points aridwéis computed in thElull Shaderto
evaluate both position and normal at each parametric domain

[domain("triangle™)]
DS_DATA_OUTPUT DomainShaderPN(HS_PATCH_DATA patchData

const OutputPatch<HS_CONTROL_POINT, 3> input, float3 uvw : SV_DomainLocation)
{

float u = uvw.x;

float v = uvw.y;

float w = uvw.z;

/I Output position is a weighted combination of the 9 positio n control points and the center.

float3 pos = input[0].posl * WewsW + input[1].posl * UxUuxU + input[2].posl * VRVEV +
input[0].pos2 * WewrU + input[0].pos3 * WkUxU + input[1].pos2 * UxU*V +
input[1].pos3 * UxV*V + input[2].pos2 * Vv*V*W + input[2].pos3 * VRWEW +
patchData.center * Uk VEW;

/I Output normal is weighted combination the 6 normal contro | points.

float3 nor = input[0].norl * Wew + input[1].norl * UxU + input[2].norl * VXV o+

input[0].nor2 * weU + input[1l].nor2 * UxVv + input[2].nor2 * VR W;

/I Project position to screen, transform normal, and interp olate texture coordinates.

DS_DATA_OUTPUT output;

output.position = mul(float4(pos,1), g_mViewProjection );

output.normal = mul(float4(normalize(nor),1), g_mNorma 1).xyz;

output.texCoord = input[0].tex * W + input[1].tex * U + input[2].tex * v,

return output;

}

PN triangleshave been extended bS04 to support creases (but not corners) by attaching
scalar tags to the mesh vertices in order to control the wayngéry and normals are interpolated.
Among the three types of position control points, only tanigmef cients are modi ed by these
shape controllers. The artifacts along the silhouette ofhrae can be improved by the method
proposed in DRS04 with the spirit of only increasing the geometry complexitiiere needed.
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2.3 Approximating Catmull-Clark Subdivision Surfaces on Direct3D 11 Pipeline
2.3.1 Introduction

The Catmull-Clark subdivision algorithn’[C 7§ can model surfaces of arbitrary topological type
and has become part of standard modeling packages (e.ga8Diaya, Softimage, Mirai, Light-
wave, etc.). Catmull-Clark subdivision surfaces are wideded as modeling primitives in com-
puter generated motion pictures, particularly for modgbharacters. This method begins with a
coarse mesh that approximates a 3d model. Thase mesis referred adase meslor control
mesh The mesh is re ned iteratively by inserting new verticetithe mesh, re ning existing
point positions, and updating the connectivity. Each renamt step produces a denser mesh than
the previous one. The subdivision limit surface is the siatrface produced from this pro-
cess after an in nite number of re nements. Highly detaileaifaces are generated by applying
displacement maps to the smooth subdivision limit surfaces

The techniques of implementing exact evaluation of Catt@idrk subdivision surfaces on modern
GPUs fall roughly into three categories, each with its owro$@dvantages and disadvantages:

Recursive evaluationBun05 DKT98, LMHO00, SJP0} is perhaps the most intuitive ap-
proach, since it most closely models the mathematical demiof subdivision. Unfortu-
nately it is far from the most ef cient method. Despite herefforts by researches such as
Shiue FJP0Y, who implemented Catmull-Clarksubdivision in multiplexel shader passes
using spiral-enumerated mesh fragments to maximize eéisafl, recursive evaluation is not
a particularly good t for GPU hardware due to large bandWwidhd storage requirements.
Even if it were easier to parallelize, the recursive methoehcompatible with hardware
tessellation. Recursive evaluations split one edge intodtveach subdivision step. This
re nement produces sampling patterns which are compatiblg with binary subdivision,
not with future tessellation hardware.

Direct evaluation$ta9§. Stam's algorithm is a better t for programmable tessitia hard-
ware since it directly evaluates subdivision surfaceslatrary parameter values. However,
the performance is unsatisfying for two reasons. Firstiig algorithm requires branching,
which reduces SIMD ef ciency. Secondly, the required patijen of control points into the
eigen space is too complex for large meshes on the GPU. Sgaadigation is over an order
of magnitude more expensive than evaluation proposedsingag NYM ™ 08, MNPO].

Precomputed basis functionis$07. One way to think about subdivision surface evaluation
is as as a linear combination of basis functions with theaestin the base mesh. The basis
functions can be pretabulated at uniform samples since adhgydepend on the topology
of a quad and its 1-ring. The total number of topological agurations is possibly a large
number. This approach has the advantage of being both mueeeintly parallel and far more
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cache friendly. However, it requires extensive prepraogs&nd the properties of the input
mesh must be tightly controlled in order to keep the size efdlokup tables manageable.

Many [BS0Z Bun05 SJPO5 Sta9g of these approaches share an additional aw: the inability
to evaluate quads with multiple extraordinary vertices loe GPU. Getting rid of such multiple
extraordinary quads requires at least one iteration of #wenGll-Clark subdivision on the CPU
before the mesh is even seen by the GPU. This in turn means-foldiexpansion in the number
of vertices that must be sent to and stored by the graphicsvaae.

Although subdivision surfaces are popular in Digital Contéreation (DCC) packages and feature
Ims, their use has been hindered in real-time applicatisumsh as games because the exact evalu-
ation of Catmull-Clark subdivision surfaces on modern GiEUsither memory nor performance
ef cient. The state of the art in current games is to re ne i@al-Clark subdivision surfaces of-
ine using DCC application such as Maya. The resulting dem&shes do not require further
runtime re nement, but they demand signi cant bus bandWjdind consume large amounts of
video memory. In addition, the of ine re nement process u@gs the artist to choose a xed
level of detail (LOD) . At run time, this can result in objedising drawn with more triangles
than are actually needed. The lack of dynamic LOD supporiocaisly lowers performance. The
cost of animating a xed-LOD mesh is even worse because eadiexin the dense mesh needs
to be updated independently during animation/deformafidre computations are performed at a
high frequency. If subdivision were deferred until aftentol mesh animation on the GPU, the
computational overhead would be greatly reduced.

The dif culty of implementing exact evaluation of Catmullark surfaces ef ciently on the GPU
led to interest in ef cient substitutes for subdivision fges. With the advent of Direct3D 11,
a short explicit surface de nition is desired over recuedyvde ned Catmull-Clark subdivision
surfaces for hardware tessellation. The alternative sarfapresentations £085 NYM " 08,
MINPO] have been recently advocated to be better suited for thielyhjgarallel SIMD nature
of modern GPU hardware, and for non-uniform, adaptive hardwessellation. The idea is to
replace the in nite collection of bi-cubic patches with agle parametric patch to simplify the
surface evaluation. The replacement patches produce breaodace and closely mimic the shape
of the Catmull-Clarksubdivision surface. Those surfa@slme entirely constructed and evaluated
by local parallel operations on the GPU in real-time.

2.3.2 Patch Construction

In Patch Constructiorstage, each facet with its 1-ring (Figu28 ) in a base mesh is converted
to parametric patch(s) in parallel. The conversion reguihe computation of the control points
that de ne a parametric patch. We distinguish two types akfa: regular and extraordinary.
A regular facet is a quad where each vertex has 4 neighborssamly adjacent to quads. A

32



facet which is not a regular facet is called an extraordifacet. It is well known that a reg-
ular facet can be converted to a Bicubic patch using stanBagpline to Bézier conversion
rules[Far97. Therefore, any two adjacent patches derived from redialegts will join C? and
reproduce exact Catmull-Clark surfaces. These regulatdashould be separated from extraor-
dinary facets and use the simpler and optimized way to coraret evaluate them. The chal-
lenging part is how to convert the extraordinary facets t@peetric patches. Generally speaking,
a desirable conversion scheme should ensure at @asbntinuity across adjacent patches, and
should closely approximate the equivalent subdivisioriesa. Of course, cost of evaluation is
also an important factor. The overall cost of such schemesuslly in uenced by the num-
ber of control points per patch, the degree of the patch, hacdhtimber of patches. The recent
publications[ S08g NYM ™ 08, MNPO& have made important contributions on improving shape
quality and lowering evaluation cost. The key ideas of treedemes are summarized in the fol-
lowing. We encourage readers to refer to the original pajpettse more detailed conversion rules.

The patch construction maps to tHell Shaderbased on the observa-

tion that each control point is a linear combination of thetiges in a

facet with its 1-ring and the weights contributed from thetices are

always the same for all the patches sharing the same cowvibedtith

patch being entirely constructed in thielll Shader the Vertex Shader

is freed to perform animation/deformation in the same rendepass.

In this approach, we sort all patches based on their corvitgdlype

and then for each connectivity type, we pre-compute theteibeach

vertex. The weights are stored in a stencil texture. The HE&dlle is  Figure 20: A facet with its
shown below. 1-ring.

ACC_CONTROL_POINT SubDToParametricPatchHS( InputPatch ~ <CONTROL_POINT_OUTPUT, M> p,
uint tid : SV_OutputControlPointID,
uint pid : SV_PrimitivelD )

ACC_CONTROL_POINT output;

/I the connectivity type ID

int topo = topologylndex[pid];

/I The global ordering of the vertex

int num = vertexCount[pid];

/I invoke each thread to compute a control point
ControlPointsEvaluation(pid, tid, topo, num);

return output;

}
Given a list of the vertices in the 1-ring, we fetch the neagsset
of weights from the stencil texture using the connectivitygontrol point id, and input patch id.
Each control point is computed independently per threadjuBsantee consistent evaluation of the
weighted sum of input vertices, a global ordering of theaseis also required. This approach maps
well to the SIMD nature of Direct3D GPU pipeline. To optimibe overall performance, we could
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reduce the number of texture fetches since only a subset ottttices in the 1-ring actually involve
in the patch construction. A boolean stencil mask is preadsipto indicate which vertex has zero
contribution and therefore to avoid the correspondinguiextetches. The size of stencil texture
relates to the complexity of connectivity, and the conmntgtican be simpli ed by restricting the
maximum valence as well as the number of triangles in the in@sé. Three major Approximating
Catmull-Clark Subdivision schemes are summarized below:

Figure 21: A geometry patchdp) and a pair of tangent patchdsofton).

ACC patches [.S084 This scheme has been implemented in Valve's source engithéLa's
Tool chain (more details are available in Chapter 3 and Ghiaf)t Each extraordinary quad (one
con guration in Figure20) is converted to @eometry patctand a pair oftangent patchegsee
Figure21). The geometry patch is a simple bicubic Bézier patch. Hmgent patches derived
directly from it can not produce well-de ned normals alorgetedge emitting from any vertex
that does not have 4 neighbors. In order to achieve smoothrghm these areas, both the corner
vectors (lgg, Uos, Uxg, U2z, Voo, V3o, Vo2, V32) and tangent vectorsigi, Ugz, U, Usp, Vig, Voo, Vi2,
V,,) need to be adjusted to satisfy smoothness constraintsci &gy, the corner vectors are
modi ed to satisfy the vertex enclosure at vertiggsi = 0::3, and interpolate the normal of the
Catmull-Clark limit surface. The tangent vectors are dagifrom solvingG* continuity between
two adjacent patches.

The total control points are 40 (16 from the geometry patath 24h from the tangent patches).
The more control points to be derived, the more expensivgabation in theHull Shader Since
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many of them are redundant, we can reduce the number of tpoinds to 32. This is because the
interior vectors 1, U11, U2, U3, Vo1, V11, V21, V1) dO not need to be modi ed and they are derived
directly from the geometry patch, they are eliminated froantpat control points. For further
control points reduction, Loop and Shafer suggested to amtyputey, bso, hs, 3 in Figure21
top, 8 corner vectors in Figur2l bottom and 12 verticeg;, i = 0::11 from the facet and its 1-
ring (Figure20). The remaining 12 geometry control points and 16 tangentrobpoints are just
the function of these output control points. The fewer calripints output from thédull Shader
however increases the workload in themain Shadefor computing the remaining patch control
points. Choosing how many control points to be computed étHhll Shaderdepends on which
shader (thédull Shaderor the domain) is more likely to become the performance &ogitk. The
ControlPointsEvaluation function using 32 output pointsiLSL for this scheme is the following:

float3 output.pos= float3(0,0,0);
float3 output.tan= float3(0,0,0);
for (int i=0; i< num; i++)
{
/luse index global ordering for
/lconsistent control points evaluation
int idx = stencilindex[pid][i];
/lfetch the weight of the tid_th control point
/lin the patch for position control point
int index = topo * MAX_CONTROL_POINTS + idx) * 32 + tid;
output.pos += pJi] * gStencil.Load(int3((index, 0,0));
/lfetch the weight of the tid_th control point
/lin the patch for tangent control point
output.tan += p[i] * gStencil.Load(int3((index + 16, 0,0));

Figure 22:The labeling used for one sector of a c-patch is shown here.
C-patches NYM “08] Instead of using separate channels for geometry and noeaeh, extraor-

dinary quad could be converted to a singlpatch A c-patch is aC* piecewise polynomial patch
with cubic boundary and de ned by 24 control points. The soef generated using c-patches has
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well-de ned normal everywhere. The corner control poing(dxig) is selected to interpolate the
Catmull-Clark limit surface. The edge points (elg;0 andby,o) are chosen to be the projected
points on the tangent plane at the corner vertex (@g). The interior pointdy;; andb,; are
derived by theG! constraint across two adjacent patches. By contrast, Hes otterior pointo, 1,

is not pinned down by continuity constraints. This extrardegof freedom is used to increase
smoothness at the center of the c-patch and additionalllogely mimic the shape of Catmull-
Clark subdivision surfaces. The correspondent ControlB&ivaluation function follows:

float3 output.pos= float3(0,0,0);
for (int i=0; i< num; i++)
{

/luse index global ordering for consistent control points e valuation
int idx = stencilindex[pid][i];

Ilfetch the weight of the tid_th control point in the patch

int index = topo * MAX_CONTROL_POINTS + idx) * 24 + tid;

float weight = gStencil.Load(int3((index, 0,0));

output.pos += pli] * weight;

Figure 23: A Pm-patch with sectorgeft). A Polynomial piece in a Pm-patairght).

Pm-patches [/NP08] The above mentioned schemes only apply to quadrilaterah@esesNhile
guads naturally model the ow of (parallel) feature lineslaare therefore the main facet type in
many models, triangular facets allow merging lines. Simeetéssellator unit supports both quad
and triangle parameterizations, Pm-patches generalzat€hes to a scheme for a polygonal mesh
that contains quadrilaterals, triangles, pentagons amar gon gurations. Each extraordinary
n-sided facet corresponds to a Pm-patch that consists Rrin sectors (Figur@3 left), where

n = 3 for a triangle. For a generalized n-sided facet, the corpertfge.g. o) is not chosen to
interpolate the position of the Catmull-Clark limit suréaexcept for the case whene= 4.

2.3.3 Surface Evaluation

ACC patches [ .S084 Because normals are not derived from the geometry patcheee to di-
rectly evaluate geometry patch and tangent patches selyarattensor product patch in Bézier
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form of degreem by n is de ned as:S(u; V) := P e P foP TUu@ wm V@ v,
wherep; is a control point, andu; v) is a barycentric coordinate on the domairf@fl] [O; 1].
The geometry patch has degrge 3), and each tangent patch is of deg(g3). It is straight-
forward to implement them. For instance, the following HLShows an example for directly
evaluating a geometry patch.

float3 EvaluateGeometryPatch(float2 uv, float3 p[16])

{
/I The labeling used for pli]

1 0 1 2 3

1 4 5 6 7

1 8 9 100 11

1 12 13 14 15

float2 BO = 1 - u) * (1 -uv) * (1 - uv);

float2 B1 =3 * (L -uv) * (1 -uv) =* ( uv);

float2 B2 = 3 * ( uv)  * ( uv) * (1 - uv);

float2 B3 = ( uv) * uv)  * ( uv);

float3 w0 = (BO.x * p[ 0] + BlLx =+ p[ 1] + B2x =+ p[ 2] + B3x * p[ 3]) * BO.y;
float3 wl = (B0.x * p[ 4 + Blx * p[ 5 + B2x * p[ 6] + B3x * p[ 7]) * Bly;
float3 w2 = (B0O.x * p[ 8] + BlLx * p[ 9] + B2x * p[10] + B3.x * p[1l]) =* B2y;
float3 w3 = (B0.x * p[12] + Bl.x * p[13] + B2x * p[14] + B3.x * p[15]) * B3.y;

return wO + wl + w2 + w3;

C-patches NYM " 08] and Pm-patches [INPO8]  For simplicity, we only discuss the evaluation
of Pm-patch here as C-patch is a special case of Pm-patch thkeiacet is a quad. A Pm-
patch can be alternatively viewed as a set of triangulaal tiggree 4 patches in Bernstein-Bezier
form as indicated in grey lines in Figu8. This alternative representation is used for actual
surface evaluation. The parametric domain is rst mappedrte of the triangular patches and
then transferred to barycentric coordingset; w) with respect to that triangle. Afterwards the
Pm-patch evaluation is the same as the evaluation of a qudathgular Bézier patch. Because the
resulting surfaces has well-de ned normals everywherecawdd apply de Casteljau algorithm to
evaluate position and normal at the same time to lower thie@tian cost. For a triangular Bézier
patch with degree, there aran = "*2 control points. Givery;i = 0:m 1 control points,
the triangular Bézier patch can be constructed by the recoe relation as shown in Figu?d.

In each step, take linear interpolation based on the inpiytckatric coordinatés;t;w). The
recursion level goes from 1 to n. For an arbitrary degreteiangular patch, the total number
gf linear interpolation used for both position and normalaation at one parametric domain is

i _'+i2 + 1. The HLSL code for evaluating a Pm sector (or a quartic tndagpatch) is the
following:
void EvaluatePmSector(float3 stw, float3 g[15], out float 3 pos, out float3 nor)
float3 p[10];
uint k.j;
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k=0;
/I The labeling used for q[i]
14

I 12 13

1l 9 10 11

I 5 6 7 8

1l 0 1 2 3 4
float s,t,w;

s=stw.x; t=stw.y; w=stw.z,

/I The recursion level 1
[unroll]
for (=0; j<4; j++) {
plk++]=s *q[]+t =*qfi+1]+w =*q[j+5];

[unroll]
for (j=5; j<8; j++) {

plk++]=s =*q[j]+t *q[j+1]+w =*q[j+4];
}

[unroall]
for (j=9; j<11; j++) {
plk++]=s =q[jl+t *q[i+1]+w =*q[+3];

}
pl9l=s =*q[12]+t =q[13]+w =*q[14];
/I The recursion level 2
k=0;
[unroll]
for (j=0; j<3; j++) {
glk++]=s *p[jl+t  *p[i+1]+w *p[j+4];
}
[unroll]
for (j=4; j<6; j++) {
glk++]=s *p[il+t  *p[i+1]+w *p[j+3];
}
qel=s *p[7]+t  *p[8+w *p[9];
/I The recursion level 3
[unroll]
for (j=0; j<2; j++) {
} plil=s *qll+t =*qfi+1]+w *qfi+3];
pl2]=s =q[3]+t =*q[4]+w =q[5];
/I The recursion level 4
pos=s *p[0]+t  *p[1]+w *p[2];
nor=normalize(cross(p[0] - p[2], p[1] - pI[O]));

Regular Patch The regular patch reproduces Catmull-Clark subdivisiafeses and their eval-
uation cost is very low compared to other patches. Its snmesth feature enables us to apply
de Casteljau algorithm on a low polynomial degree piece.nly takes6 times of de Casteljau
construction on a cubic curve as follows.

void DeCasteljauCurve(float u, float3 p0, float3 pl1, float 3 p2, float3 p3,
out float3 p)
{

float3 q0 = lerp(p0O, pl, u);
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Figure 24: The de Casteljau construction for a cubic tridgangBézier patch.

float3 ql1 = lerp(pl, p2, u);
float3 g2 = lerp(p2, p3, u);
float3 r0 = lerp(q0, g1, u);
float3 r1 = lerp(ql, g2, u);

p = lerp(r0, rl, u);

}
void DeCasteljauCurve(float u, float3 pO, float3 pl1, float 3 p2, float3 p3,
out float3 p, out float3 dp)
{
float3 q0 = lerp(p0O, pl, u);
float3 ql1 = lerp(pl, p2, u);
float3 g2 = lerp(p2, p3, u);
float3 r0 = lerp(q0, g1, u);
float3 r1 = lerp(ql, g2, u);
dp = r0 - r1;
p = lerp(r0, rl, u);
}

void EvaluateRegularPatch(float2 uv, float3 p[16],
out float3 pos, out float3 nor)

float3 tO, t1, t2, t3;
float3 p0, pl, p2, p3;

DeCasteljauCurve(uv.x, p[ O], p[ 1], p[ 2], p[ 3], pO, tO);
DeCasteljauCurve(uv.x, p[ 4], p[ 5], p[ 6], p[ 7], pl, tl);
DeCasteljauCurve(uv.x, p[ 8], p[ 9], p[10], p[11], p2, t2);
DeCasteljauCurve(uv.x, p[12], p[13], p[14], p[15], p3, t3 );
float3 du, dyv;

DeCasteljauCurve(uv.y, p0, pl, p2, p3, pos, dv);
DeCasteljauCurve(uv.y, t0, t1, t2, t3, du);

nor = normalize(cross(du, dv));
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Figure 25: Comparison. (Input) quad mesh, (PN)-quad andlifANPN-Quad using Catmull-Clark limit
points and normals{et0d, (ACC) [LS084 (c-patch) NYM ™ 08, YNM ] (CC) [CCT79.
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Figure 26: Comparison of a close-up image at the base of thiilnend arch of the eye betweenj084
(top) and [NYM ™ 08, YNM "] (botton).

In this section, we discussed three major recent schemekdtia also been considered to be the
most ef cient substitutes for Catmull-Clark subdivisiomrgaces. The generated shape quality by
various schemes are compared in Fig2eand Figure26.

2.3.4 Displacement mapping

Displacement Mapping is a technique for adding geomettiaildeto the mesh with a height map.
It is different from Bump Mapping or Normal Mapping in the serthat it changes the geometry
by moving vertices often along their normal directions adew to the value in the height map.
The change of real geometry, not just normal for instanceump Mapping, permits parallax and
self-occlusion. For a detailed discussion, read Se@&iéiin Chapter 3 and SectioP? in Chapter
4.

2.4 Instanced tessellation on current hardware

While Direct3D 11 hardware is not yet available, it's po$sito emulate some of its functionality
on current generation hardware. This is very useful in otdgarovide fallback mechanisms for
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GPUs that do not support native tessellation yet.

One of the approaches to do that is the so-caitestianced tessellation The idea behind this
technique is to de ne a generic re nement patte&tp that is replicated for each face of the
input mesh.

Figure 27: Re nement patterns in the quad and triangle domai

A generic re nement pattern is just a regular tessellatibthe tessellation domain (Figuy).
The index and vertex buffers of this re nement pattern capit@computed for each desired tes-
sellation level, and the tessellated mesh can be rendergeingly replicating the pattern multiple
times and using th@ertex Shadeto evaluate the surface at each vertex of the re nementpatte

A simple way of doing that is issuing a draw call for each of taemement patterns. However,
that would introduce a signi cant draw call overhead thatwdocause the application to be CPU
bound. In order to avoid that most graphics APIs provide alraesm to draw instanced geometry.

When graphics hardware did not have instancing capabsilitigvas already possible to use similar
ideas as a form of geometry compressiéni)d. Instead of dynamically instancing the tes-
sellation pattern, the mesh resulting from staticallyansing the re nement patterns was used.
However, by separating control point data from the paramegpresentation of the surface it was
possible to encode it very ef ciently. That was done by coegsing the vertices down to 32 bits
and by storing their barycentric coordinates as bytes,rttlex to the corresponding control point
data as a word.

While these procedures do not allow implementing the emgissellation pipeline, they provide
an ef cient mechanism to expand geometry on the GPU in a amvilay to the xed function
tessellator available in Direct3D 11. The main limitatierthat it only allows rendering patches
at the same level of detail, and that the remaining stagdseopipeline need to be implemented
by other means. We will rst see how to use instancing on sofrie@existing graphics APIs and
then how to work around some of these limitations.
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2.4.1 Instancing in Direct3D 9

Direct3D 9 was the rst API to expose the instancing capébsiof the graphics hardware, but it
was only available on hardware that supported\fegex Shademodelvs 3.0. The goal of this
feature was to reduce draw call overhead when rendering mearly identical instances of the
same geometry that differed in some aspects, such as pgsitientation or color. That is achieved
de ning multiple vertex streams and changing the accesgufacy of the streams, so that one is
accessed for each vertex and the other streams contairgrgp#ition and color information are
accessed for each instance.

For example, we can de ne one vertex stream to access thenpaiia coordinates of the re ne-
ment pattern, and another vertex stream to access the kpaints corresponding to each patch.
This approach has several problems: inthe rst place, thexg not be enough vertex attributes for
all the patch control points, and in the second place, Igpdinthese attributes through the vertex
fetch unit would be very expensive. Instead, a better ampreato only add a single per-instance
attribute that contains an integaistance IDthat can be used to sample the corresponding control
points from texture memory.

In order to achieve that we rst need to create a vertex datitam that indicates that the parametric
coordinates and the instance ID are stored in separatersirea

const D3DVERTEXELEMENTY vertexDescription[] =

{
{0, 0, D3DDECLTYPE_FLOAT2, D3DDECLMETHOD_DEFAULT, D3DOEUSAGE_POSITION, 0}, // UV coordinate

{1, 0, D3DDECLTYPE_FLOAT1, D3DDECLMETHOD_ DEFAULT, D3DIE.USAGE_TEXCOORD, 0}, // Instance ID
D3DDECL_END()
5

pDevice->CreateVertexDeclaration(vertexDescription, &pVertexDeclaration);
Then, the vertex buffer that will be bound to stream 0 isatitied with the parametric coordinates

of the desired re nement pattern, while the other (the instabuffer) is lled with a sequence of
integers starting at zero and containing as many elemerkssa®d:

pDevice->CreateVertexBuffer(MAX_INSTANCES * sizeof(float), 0, 0, D3DPOOL_MANAGED, &plnstanceBuffer, NULL);

float * plnstanceData;
plnstanceBuffer->Lock(0, 0, (void *+ )&plnstanceData, 0);

for (UINT i = 0; i < MAX_INSTANCES; i++)
plnstanceData[i] = float(i);

plnstanceBuffer->Unlock();

Prior to rendering, the two vertex streams are bound to tiwécele The one that contains the
parametric coordinates is read per vertex, while the onedbatains theinstance IDsis read
once per instance. The device methotlect3aDDevice9::SetStreamSourceFreq is used with
D3DSTREAMSOURMEDEXEDDATAO specify the number of patches, and Wi#DSTREAMSOURGESTANCEDATA
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to specify the frequency of the instance data:

/I Set up the geometry data stream
pDevice->SetStreamSource(0, pVertexBuffer, 0, sizeof(f loat) =+ 2);
pDevice->SetStreamSourceFreq(0, D3ADSTREAMSOURCE_INDE  XEDDATA | patchCount);

/I Set up the instance data stream
pDevice->SetStreamSource(1, plnstanceBuffer, 0, sizeof (float));
pDevice->SetStreamSourceFreq(1, D3SDSTREAMSOURCE_INST  ANCEDATA | 1UL);

Finally, the draw calls are issued as usual, and as a ressitiéad of rendering a single instance of
the re nement pattermatchcount instances will be rendered:

pDevice->DrawIndexedPrimitive(D3DPT_TRIANGLELIST, 0, 0, vertexCount, 0, faceCount);

In order to actually render a tessellated mesh\drgex Shadehnas to load the control points based
on thelnstance IDof the current patch, and evaluate the surface accordingettoaded control
points and the input parametric coordinates. The resudtivagler should look as follows:

struct AppVertex

float2 uv : POSITION;
float id : TEXCOORD; // Instance ID
b

MeshVertex TessellationVS(AppVertex input)
{

float3 pos, nor;

EvaluateSurface(input.id, input.uv, pos, nor);
MeshVertex output;

output.pos = mul(float4(pos, 1.0f ), WorldViewProj);
output.normal = nor;

return output;

2.4.2 Instancing in Direct3D 10

Direct3D 10 provides the same instancing mechanisms astBDe9, but in addition to that it
also supports automatic generationmstance IDs That means that in contrast with Direct3D 9,
there's no need to do any additional setup. The applicatioply renders the instanced re nement
patterns by using th@3pioDevice::Drawindexedinstanced method as follows:

pDevice->DrawlIndexedInstanced(indexCount, patchCount , 0, 0, 0);

In the Vertex Shaderthe only required change is to declare the veftestance IDattribute with
the System-Value semantg.instancelD

struct AppVertex

float2 uv : POSITION;
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uint id : SV_lInstancelD;

h
And the hardware generates the correspontiistance IDattributes automatically.

An example that shows how to render a tessellated mesh iotBD and Direct3D 10 is available
at theNVIDIA developer website

2.4.3 Storage of control points in constant or texture memoy

Constant and texture memory are both cached. However,amtnsemory is optimized for uni-
form access, that is, it's most ef cient when a group of tlile@access the same memory address.
This usage pattern is ideal forstanced tessellatigrsince all the vertices that belong to the same
instance will be accessing the same control points: $a] compared different approaches to store
control points and concluded that at low tessellation kbeith methods are competitive, but that
at high tessellation levels constant memory is the mosiefit

On Direct3D 9 the use of constant memory was not practicalalse the number of constant
registers invertex Shademodelvs 3.0 was limited to 256 vectors and there was no way of ef -
ciently updating them. On the other side, in Direct3D 10ptssible to create constant buffers in
advance. All the constants within a constant buffer are daimultaneously, and that operation
is fairly ef cient. The size of the constant buffers is alsach higher, up to 4096 vectors, and
multiple constant buffers can be bound simultaneously. él@r in many cases that is still too
limiting, which means that to render large meshes it may loesgary to partition them and render
them in multiple passes. Texture memory may have slighthelgperformance, but doesn't have
the same constrains.

2.4.4 Instancing in OpenGL

Traditionally OpenGL had a lower draw call overhead thaneBti8D. However, no matter how
small the overhead, it becomes signi cant when the numbéngiinces is high enough. For that
reason, the same instancing features available in Dire@t&80d Direct3D 10 are also available in
OpenGL through extensions.

TheGL_ARB_draw.instancedxtension introduces new draw calls that are conceptuallivalent

to a series of individual draw calls. It also introduces adrealy Vertex Shadefinstance ID”
(gl_InstancelD) variable that initially contains zero, butmeriemented in each conceptual draw
call. This feature is equivalent to the instancing fundcaiity available in Direct3D 10.

TheGL_ARB_instancedarraysextension rede nes the entry points of the GIRB_draw.instanced
extension, so that in addition the "instance id” variables Wertex Shadecan also use vertex at-
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tributes as the source of per instance data. This featurpiigsadent to the instancing functionality
available in Direct3D 9.

An OpenGL example that shows how to use these extensionglenmentinstanced tessellation
is available at th&VIDIA developer website

2.4.5 Instanced tessellation with adaptive re nement

The instanced tessellation techniques described so faatialv rendering tessellated meshes with
a xed level of detail. While that may be OK in some cases, iaqgpice it would be desirable to
be able to adapt the level of detail based on the average atba patch, the roughness of the
displacement map on the patch surface, the position of tmearelative to the patch, and other
factors. This is easily achievable in the Direct3D 11 pipelibecause the tessellation levels of the
patches are compute programmatically in khdl Shader When using instanced tessellation it's
possible to achieve somewhat similar results, but as weses| it's a bit more complicated.

When the factors used to compute the level of detail do no¢i@épn the position of the viewer, a
simple solution is to discretize the tessellation factate buckets and split the mesh to draw it in
multiple draw calls, so that each draw call includes onlgpas that are in the same bucket. A sim-
ple strategy is to use buckets whose corresponding tessellavels are in geometric progression,
for example:f 1; 2;4;8;169. Then the patches within each buckets are rendered sireoliiaty
using a different re nement pattern with the correspondeg! of detail.

The main problem of this approach is that the resulting maBnave T-Junctions along the edges
of patches with different tessellation levels. Severalsohs have been proposed to solve this
problem.

One of them is to create a matrix of re nement pattefds(d in which the edges of the re nement
patterns have different tessellation levels, so that thatcmup correctly with the adjacent patches
(Figure 28). However, the resulting matrix has three dimensions aedetbre the number of
re nement patterns grows cubically with maximum tessédatevel. This is a problem not only
because of the storage requirements, but also becausegatging different patterns would have
to be rendered in a different draw calls, so the large numijaattberns would result in performance
degradation. The solution proposed B0 is to constrain the edge tessellation factors of each
patch, so that the corresponding re nement patterns beloragsmaller subset within matrix of
re nement patterns.

A more simple approach is provided by Sal, where T-Junctions are eliminated by using a snap
function that moves boundary vertices and collapses tigsng make adjacent patches match up
correctly (Figure29).
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Figure 28: The matrix of adaptive re nement patterns fortiiengular domain. Figure courtesy 6i$04.

Figure 29: Vertex snapping in semi-uniform adaptive téasehs. Figure courtesy ofjRSal.

In many cases the factors used to determine the patch tagsellevels cannot be statically pre-
computed, that is the case when the factors are view depeademen the mesh is animated. In
those cases, it's not possible to precompute the buckeetwdt patch belongs to, but instead the
buckets need to be assigned dynamically.

[Tat0g and [CasO8% propose the use of one render queue for each bucket. Thederrgueues
can be updated easily in the CPU, but that requires an exge@8U readback/[RSal proposes
the use of CUDA to build the render queues entirely in the GBidgione pre x sums per bucket.
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2.4.6 Emulating theVertex Shadernd the Hull Shader

One of the remaining differences between the Direct3D 1det&dion pipeline and thimstanced
tessellationpipeline is thainstanced tessellatiodoes not provide a mechanism to animate and
convert convert points, so these tasks need to be emulatedifferent way.

The most simple approach is to simply perform these tasksaCPU as described 513 How-
ever, N'YM ™ 0¢] also shows that in Direct3D 10 it's possible to keep theskdan the GPU
performing animation and conversion of control points intiple rendering passes by using both
theVertex Shadeand theGeometry Shadeand relying on thé&tream-Output Stage output the
results of each pass to the next.

2.4.7 \ertex cache optimizations

As described in sectiof.4, it's possible to emulate native hardware tessellation drydering
a regular re nement pattern multiple times. In order to anptish that in the most ef cient way
possible it's necessary to optimize the layout of this patte grid in order to minimize the number
of vertex transforms. Figurg0 shows that the results are suboptimal with a straightfaiweay
to lay out the vertices of a grid.

Figure 30:(a) The rsttwo rows of & 4 grid layed out in a straightforward way. (b) With a theoratigertex cache with 8
entries, the location of the vertices after rendering thst & triangles of the rst row. (c) shows the result after renidg the next
two triangles. Notice that the rst two vertices are no longethe cache. (d) With further process, two of the vertides tvere
previously in the cache need to be loaded again.

Instead of using the straightforward layout, its possiloldraverse the triangles iMorton or
Hilbert order, which are known to have better cache behavior. Amgibssibility is to feed the
triangles to any of the standard mesh optimization algor#tisuch as K-Cache-Reordér 6],
Tipsy [SNBO7 and Forsyth [For0q.

All these options are better than not doing anything, bllitmtduce results that are far from the
optimal. Tablel shows the results obtained forl® 16 grid and with a FIFO cache with 20
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entries. ACMR stands for the average cass miss ratio (nuofbertex transforms per primitive),

Method ACMR | ATVR
Scanline 1.062 | 1.882
Tipsy 0.885 | 1.567
NVTriStrip 0.818 | 1.450
Morton 0.719 | 1.273
K-Cache-Reorder 0.771 | 1.260
Hilbert 0.666 | 1.239
Forsyth 0.666 | 1.180
Optimal 0.564 | 1.000

Table 1: The results on® 16 grid and with a FIFO cache with 20 entries

and ATVR for average transform to vertex ratio (humber otesetransforms per vertex). We can
see that even the best algorithms produce almost 20% mdex\teansforms than what we could
achieve in the optimal case. The most important observatitrat, for every row of triangles, the
only vertices that are reused are the vertices that are dtaitem of the triangles, and these are
the vertices that we would like to have in the cache when némgléhe next row of triangles.

Figure 31: Prefetching vertices in scanline order.

When traversing triangles in scanline order the cachel@aees vertices from the rst and second
row. However, we can avoid that by prefetching the rst rowveftices (Figure3l left). That
can be done by issuing degenerate triangles. Once the wstofovertices is in the cache, we
can continue adding the triangles in scanline order. Theresting thing now is that the vertices
that leave the cache are always vertices that are not going tised anymore (FiguB4 right). In
general, the minimum cache size to rend&v a W grid without transforming any vertex multiple
times isW + 2. The degenerate triangles introduce a small overheads sdsib desirable to avoid
them when the cache is suf ciently large to store two rowsetices. When the cache is too small
you also have to split the grid into smaller sections andyafips method to each of them. The
following code accomplishes that:
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void gridGen(int x0, int x1, int y0, int y1, int width, int cac heSize)
if x1 - x0 + 1 < cacheSize)

if 2 * (x1 - x0) + 1 > cacheSize)

{
for (int x = x0; x < x1; x++)
{
indices.push_back(x + 0);
indices.push_back(x + 0);
indices.push_back(x + 1);
}
}
for (int 'y = y0;, y < yl; y++)
{
for (int x = x0; x < x1; x++)
{
indices.push_back((width + 1) * (y + 0) + (x + 0));
indices.push_back((width + 1) * (y + 1) + (x + 0));
indices.push_back((width + 1) * (y + 0) + (x + 1));
indices.push_back((width + 1) * (y + 0) + (x + 1));
indices.push_back((width + 1) * (y + 1) + (x + 0);
indices.push_back((width + 1) * (y + 1) + (x + 1);
}
}
}
else
{
int xm = x0 + cacheSize - 2;
gridGen(x0, xm, yO, y1, width, cacheSize);
gridGen(xm, x1, y0, y1, width, cacheSize);
}

}

This may not be the most optimal grid partition, but the mdthtill performs pretty well in those
cases. Tablg and Table3 show the results for a cache with 16 entries and 12 entrigectisely.
In all cases, the proposed algorithm is signi cantly fastean the other approaches.

Method ACMR | ATVR
Scanline 1.062 | 1.882
Tipsy 0.771 | 1.260
NVTriStrip 0.775 | 1.374
Morton 0.750 | 1.329
K-Cache-Reorder 0.766 | 1.356
Hilbert 0.754 | 1.336
Forsyth 0.699 | 1.239
Optimal 0.598 | 1.059

Table 2: Results using the optimal grid partition with 20rierst
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Method ACMR | ATVR
Scanline 1.062 | 1.882
Tipsy 0.758 | 1.343
NVTriStrip 0.875 | 1.550
Morton 0.812 | 1.439
K-Cache-Reorder 0.807 | 1.491
Hilbert 0.797 | 1.412
Forsyth 0.859 | 1.522
Optimal 0.600 | 1.062

Table 3: Results using the optimal grid partition with 12resst

2.5 Watertight Tessellation

The Direct3D 11 hardware tessellation of polynomial swefastarts with a coarse input mesh.
Since each parametric patch is independently construgtedféicet and its 1-ring neighborhood,
the input mesh is splitinto a set of patch primitives to takeddvantage of the GPU SIMD (Single
Instruction, Multiple Data) parallelism. Each patch ptive is rst converted to a polynomial
surface patch and then evaluated at parametric domainstddndependent parallelism of patch
evaluation, the surface tessellation is subject to roufdrobr and cracking along the boundary of
two adjacent tessellated patches.

2.5.1 Watertight Position Evaluation

Position water-tightness means cracks/holes free. The mm&sh is rst transformed to control
points that de ne a set of patches in tHelll Shader the Domain Shadeevaluates positions and
normals of the nal surface at parametric domains. The pmsst of all points along the shared
edge of two adjacent patches should have the same valuewitbewe will see cracks/holes
in the mesh.The cracks can be caused by implementatiorseriaren if the implementation is
completely correct, small cracks may appear because deliimoating point precision. Due to

the oating point precision issue in the hardware, addit®not always commutative as it should
be. To prevent cracks/holes caused by this limitation, wedre take care of the following two
phases:

Control Points Derivation Three types of control points (corner point, edge point artdrior
point) are derived from a face (either quad or triangle) dad iring. The problems come from
computing corner points and edge points because they aredsbiamultiple patches. For a closed
surface, a corner point is computadimes given it is surrounded hy faces. If the computa-
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Figure 32: The corner point is shared by 3 patches A, B and @.ifitonsistent ordering of weighed
summation results in pixel dropout.

tion result differs among adjacent patches, the cracksramtuhe nal surface. For example in
Figure32, the corner point is derived as the point on the Catmull-Clark limit surfacetaking
linear combinations of its neighbopg; p1; p2; Ps; P4 andps. If the summation order is inconsistent
among patch constructions féy; B; C, non-commutativity of oating point addition might lead
to slightly different value. As a result, the tessellatedate won't be water-tight. The similar
problem applies to edge points as each edge point is compwieel by adjacent patches. The
solution is to ensure the consistent ordering of 1-ring. THigg connectivity is usually stored in
textures.

If two adjacent patches are of the same type, the sharedtpnoints are computed using the same
stencil. However, we need to be careful if their patch typesd#ferent. For all the schemes intro-
duced in Sectiorz.3the edge points and corner points are always evaluated tiengame rules
regardless of patch type. Only the face/interior pointedifSince only corner and edge points are
possibly shared, control points evaluation from differpatch types do not make difference than
from two abutting patches of the same type in terms of wadgrtitess.

Patch Evaluation Water-tight patch evaluation only needs to be taken caregatbe shared
boundary of two patches. The shared boundary in meth&dsig NYM ™08, MNPOg YNM " ]is
essentially a cubic curve. Speci cally,

X N .
puwy= b , u@d w"" (11)

i=0

Two possible parametric directions along the boundarygilesaon the same nal position because
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Figure 33: Red lines highlight the area where two directioosur along the same edge. Rearrangement
gets rid of this ambiguity and ensure consistent paranativiz.

a+t b+c+d6 d+ b+ c+ ain hardware using IEEE oating point representations. Wede
to make sure the addition always take the same order. Thibeachieved by either consistent
parametric orientation or symmetric evaluation along tiered edge. The rst solution works on
guadrilateral meshes. By sorting all patches in consigtarametric direction along the same edge
as shown in Figur@3 to remove orientation ambiguity. For generic mesh, we agplymetric
evaluation. One example is to use symmetric de Casteljauritign. Figure34 illustrates how

it works to iteratively evaluate polynomials in Bernstearrh in 2D. Assume these two adjacent

Figure 34:hy is the position evaluated &l ; uy ) on the cubic curve de ned bloo; bo; boz; bos. U + ur = 1.

patches ar®, andP,. The evaluation from patdh,:

bro := Uy + Uy bog; (12)
bz = uihos + uybyy;
i3 = Upho + Uy bys:
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Switch the orientation and now take the evaluation fromIp&tc

buo := urbpr + uylo; (13)
b2 = Ul + uihyg;
i3 1= Urlps + ujhys:

BecauseA + B = B + A in oating point representation, both patches lead to theeaalues
for byo; bo; 3. The same principle applies to every re nement step. Theegfthe nal position
on the curve is the same from both patches. More descripfi@valuation using de Casteljau
algorithm can be found in Secti¢h3.3

2.5.2 Watertight Normal Evaluation

When implementing displacement mapping, the normal coatjaut at each shared point needs
to reach the same value. Otherwise, discontinuities migpeéar in the highly-detailed shapes as
the tessellated vertex is displaced to a slightly diffeqgogition because of inconsistent normal
elds. At a shared corner vertex, each patch contributes paia of tangent, bitangent vectors.
Although theoretically each pair should agree with eaclentim the digital word with oating
point representations no pairs are exactly the same. T is also raised from shared edges.
One solution is to de ne ownership at each shared vertex dgeé.eNamely, only one patch owns
the shared vertex/edge. For normal evaluation at thosdepnattic areas, we apply the normal
eld computed from the patch that owns the vertex/edge. idea is similar to Zippering Method,
which will be introduced in the next section.

2.5.3 Watertight Texture Seams

The other problem in watertight displacement mapping ididigavith texture seams. Texture
seams are discontinuities in the parametrization. Thesmadtinuities are always necessary unless
the mesh has the topology of a disk, but in general meshestadstpartitioned into charts that
are then parameterized independently.

A Simple Solution A simple solution to this problem is to manually alter the g@try along the

seams to make it self intersect. While that does not reswaiertight surfaces, the resulting holes
are not visible. The main problem of this approach is thagguires artist intervention, creates
open meshes, and only works for opaque surfaces; it wouldceemhave more robust solutions.
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Seamless Parametrization Methods Fortunately this problem has been studied extensively and
seamless parametrization methods have been developesk dtfeeautomatic parameterizations in
which the chart texels are properly aligned across boueslabisplacement maps are generally not
painted using traditional image editing applications,dretited in specialized sculpting tools (such
usZBrushr andAutodesk Mudbox™) or generated procedurally in attribute capture tools like
xNormal That means that it is possible to store displacements @sitggnatic parameterizations,
since the artist does not need to edit the texture manually.

The most straightforward seamless parametrization mathtite one used by ZBrush, which is
very similar to the ones proposed i6{l07]. ZBrush maps every face of the mesh to a quad in
texture space, so that all edges are either vertical or twatat, and have the same length. This
method is very easy to implement, but has several problems:

It introduces a large number of seams in the mesh, whichnmengés the number of vertex
transforms.

It does not make ef cient use of the texture space, becalisacals, independently of their
area, are mapped to quads of the same size.

ZBrush provides an option to group faces into larger chahi#enwpreserving the edge length and
orientation, which helps reducing the number of vertexdfarms. It also has an option to scale
the charts in proportion to their surface area, but thatksrtfae seamlessness.

In order to alleviate these problems, another solution isseorectangular charts (instead of single
faces) to map them to texture-space quads. That was rsigsexpin PCKO04, where rectangular
charts are created by rst clustering polygons into arlpjtireided charts and then partitioning
them into quadrilaterals using a Catmull-Clark-inspiredesne: An entirely different approach is
described inDBG' 06], where a quadrangulation is constructed from the optichMerse-Smale
complex of the natural harmonics of the surface. The maiitdiinon of this approach is that it
only handles closed surfaces, and requires manual selafttbe eigenfunction to produce charts
of the desired size.JH0] solves these problems and also adds support for expliogtcaints.

These two methods create quadrangulations without T-idunsctAlthough that may seem a nice
property, CHCHO] shows that its possible to remove that constraint and atitieve smooth
parametrization, resulting in better parametrizatiomuass distortion. Another interesting method
is the one described iNTRCSDOG. This method is even more exible; instead of de ning
charts before the parametrization, it introduces singyl@oints in the mesh and computes the
parametrization globally. Then the mesh can be cut conmgdlie singularity points arbitrar-
ily. However, the resulting parametrization exhibit shapikes at the singularity points. Other
methods try to achieve continuity between patches usingtcaints and parameterizing adjacent
patches simultaneously. That is for example the cas& 803, but it only minimizes the dis-
continuities and does not fully remove them.
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For more information about parametrization methods in ggng-H05 and [SPR0O§ provide an
overview of most parametrization methods available to.date

Figure 35: Texture seams cause holes in the mesh.

Water-tightness and Texture Mapping Precision Modern hardware uses a oating point represen-
tation to interpolate texture coordinates. That can causklgms, because oating point values
have more precision closer to the origin than farther frofetldberg91]. As a result, interpola-
tion of texture coordinates along an edge closer to therovigll produce a different set of samples
than interpolation along an edge that is farther from it. sTisiexactly what happens on texture
seams and will result in small cracks in the mesh even whamusiseamless parametrization.
When using programmable tessellation hardware as spebyddirect3D 11, interpolation is per-
formed explicitly in theDomain Shade(or in theVertex Shadewhen using instanced tessellation
on older GPUs). That's what enables the use of higher ordergalation, but it also allows the
use of xed point instead of oating point for interpolatiorHowever, xed point interpolation
alone does not solve all the problems. Another problem ishitimear interpolation of texture
samples is not symmetric. Sampling abetween two adjacent texels does not produce the same
result as sampling at 1-when the values of the texels are reversed. This is also truecfarest
ltering, because the result of sampling at 0.5 is unde n€&dr this reason, none of the seamless
texture mapping algorithms solve the water-tightness lpratentirely. So, it's necessary to use
other methods.

Zippering Method A different approach is to introduce a triangle strip conimgcthe vertices
along the seam. These strips can be generated with the sssedgon unit used to generate the
patches, by setting the tessellation level equal to 1 in dtieecparametric directions. This solves
the problem nicely, but requires rendering more patchesjraroduces additional triangles that in
most cases are nearly degenerate.

Another interesting solution is the zippering method prsmbin [Sander03]. The idea is to sample
the displacement (or the geometry image) on both sides afglm and to use the average of the
two samples. The main problem of this approach is that itireguwo texture samples along
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Figure 36: Seamless parameterizations remove bilinedacst, but do not solve oating point precision
and bilinear ltering issues.

the seams, which means you have to take two samples in ali,casase branching to take an
extra sample on the seam vertices only. However, the aveyagethod does not work for corners.
Along the edges there are only two possible displacementsabne for each side of the seam,
but on corners there are more than two. Storing an arbitramyler of texture coordinates, and
taking an arbitrary number of texture samples would be tgepzive. A simple solution is to snap
the corner texture coordinates to the nearest texel, an@ e that the displacement value for
that vertex is the same for all patches that meet at that corne

A cheaper solution that only requires a single texture saraptl handles corners more gracefully
is to de ne patch ownership of the seamss08)H CasO08% By designating the patch owner for

every edge and corner, all patches can agree what texturdicate to use when sampling the
displacement at those locations. That means that for ewkyg and for every corner we need to
store the texture coordinates of the owner of those featiiteat is a total of 4 texture coordinates
per vertex, (16 for quads and 12 for triangles). At runtinrdy@ single texture sample is needed;
the corresponding texture coordinate can be selected \gitin@le calculation:

/I Compute texture coordinate indices (O: interior, 1,2: ed ges, 3: corner)
int idx0 = 2 * (uv.x == 1) + (uvy == 1);
int idx1 = 2 * (uvy == 1) + (uv.x == 0);
int idx2 = 2 * (uv.x == 0) + (uv.y == 0);
int idx3 = 2 * (uvy == 0) + (uv.x == 1);

/I Barycentric interpolation of texture coordinates

float2 tc = bar.x * texCoord[0][idx0] +
bary * texCoord[1][idx1] +
bar.z * texCoord[2][idx2] +
barw * texCoord[3][idx3];

In the averaging method we would have to store the texturedawate of every patch that con-
tributes to a shared feature. Edges are shared by only tvebgmtbut corners can be shared by
many patches. By de ning the ownership of the shared feat(cerners and edges), we only have

57



to store the texture coordinates of the patch that owns tiregmonding feature. So, we have:
4 texture coordinates for the interior (4).
2 texture coordinates for each edge (8).
1 texture coordinate for each corner (4).

Therefore, the total number of texture coordinates pertpatc4 + 8 + 4 = 16. Deciding what
patch owns a certain edge or corner is done as a pre-prooetbmtdhe patch texture coordinates
can be computed in advance. The way we store these texturdigaies is shown in Figur&?.

Figure 37: The texture coordinates at 4 corner vertices.

Each vertex has:
one interior texture coordinate. (index 0)
one edge texture coordinate for each of the edges. (indeg 2)an
one corner texture coordinate. (index 3)

On the interior, we interpolate the interior texture cooades bi-linearly:

float2 tc = bar.x texCoord[0][0] +

bary * texCoord[1][0] +
bar.z * texCoord[2][0] +
barw * texCoord[3][0];

where bar stands for the barycentric coordinates:

barx = ( uv.x) * uv.y);
bary = (1 - uv.x) * uv.y);
bar.z = (1 - uv.x) * (1 - uvy);
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barw = ( uv.x) * (1 - uvy);

On the edges we interpolate the edge texture coordinatehn

if (uv.y == 1) tc = texCoord[0][1] * bar.x + texCoord[1][2] * bar.y;
if (uv.y == 0) tc = texCoord[2][1] * bar.z + texCoord[3][2] * bar.w;
if (uv.x == 1) tc = texCoord[3][1] * barw + texCoord[0][2] * bar.x;
if (uv.x == 0) tc = texCoord[1][1] * bary + texCoord[2][2] * bar.z;

And at the corners we simply select the appropriate cormx¢urte coordinate:

if (barx == 1) tc = texCoord[0][3];
if (bary == 1) tc = texCoord[1][3];
if (bar.z == 1) tc = texCoord[2][3];
if (barw == 1) tc = texCoord[3][3];

The same thing can be done more ef ciently using a singleédr interpolation preceded by some
predicated assignments:

/I Interior

float2 t0 = texCoord[0][O];

float2 t1 = texCoord[1][0];

float2 t2 = texCoord[2][0];

float2 t3 = texCoord[3][0];

/I Edges

if (uv.y == 1) { t0 = texCoord[O][1]; t1 = texCoord[1][2]; }

if (uvy == 0) { t2
if (uvx == 1) { t3
if (uvx == 0) {t1

texCoord[2][1]; t3
texCoord[3][1]; tO
texCoord[1][1]; t2

texCoord[3][2]; }
texCoord[0][2]; }
texCoord[2][2]; }

/I Corners

if (barx == 1) t0
if (bary == 1) t1
if (barz == 1) t2
if (barw == 1) t3

texCoord[0][3];
texCoord[1][3];
texCoord[2][3];
texCoord[3][3];

float2 tc = bar.x * 10 + bary * tl1 + barz * t2 + barw * t3;

And nally, the predicated assignments can be simpli ed aaplaced by an index calculation:

/I Compute texture coordinate indices (O: interior, 1,2: ed ges, 3: corner)
int idx0 = 2 * (uv.x == 1) + (uvy == 1);

int idx1 = 2 * (uvy == 1) + (uv.x == 0);
int idx2 = 2 * (uv.x == 0) + (uv.y == 0);
int idx3 = 2 * (uvy == 0) + (uv.x == 1);
float2 tc = bar.x * texCoord[0][idx0] +
bary * texCoord[1][idx1] +
bar.z * texCoord[2][idx2] +
barw * texCoord[3][idx3];

The same idea also applies to triangles:

/I Interior

float2 t0 = texCoord[0][O];
float2 t1 = texCoord[1][O];
float2 t2 = texCoord[2][0];
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/I Edges

if (barx == 0) { t1
if (bary == 0) { t2
if (bar.z == 0) { tO

texCoord[1][1]; t2
texCoord[2][1]; tO
texCoord[0][1]; t1

texCoord[2][2]; }
texCoord[0][2]; }
texCoord[1][2]; }

/I Corners

if (barx == 1) t0
if (bary == 1) t1
if (barz == 1) t2

texCoord[0][3];
texCoord[1][3];
texCoord[2][3];

float2 tc = bar.x * 10 + bary * tl1 + barz * t2;

And the resulting code can be optimized the same way:

int idx0 = 2 * (bar.z == 0) + (bary == 0);
int idx1 = 2 * (barx == 0) + (bar.z == 0);
int idx2 = 2 * (bary == 0) + (barx == 0);
float2 tc = bar.x * texCoord[0][idx0] +

bary * texCoord[1][idx1] +
bar.z * texCoord[2][idx2];

Partition of Unity ~ The zippering methods produce watertight results indepethglof the param-
eterizations. However, if the parameterizations is natrdess or if the features of the displacement
map are different on each side of the seam, then that willtressharp discontinuities, not holes,
but undesirable creases along the seams. These problefns asoided using a seamless parame-
terizations and generating the displacement maps makneglsat the displacements match along
the seams. However, another solution is to use a partitiomity as proposed by B0(. A parti-
tion unity is a method to combine multiple texture paramgéions to produce smooth transitions
between them. The idea is to de ne transition regions ardhedgseams, so that on those regions
both parameterizations are used to sample the texture an@shlts are blended smoothly. The
zippering methods described before are just a special ¢ageastition of unity in which the blend
function is just the unit step function.

Conclusion There are many different solutions to achieve watertigtgrvehen sampling of dis-
placement maps. We advocate the use of zippering methods, thiey do not impose any restric-
tion on the parameterizations of the mesh and work with rmtyitdisplacement maps. They are
easy to implement and do not add much overhead to the shaersthough they increase the
number of texture coordinates. Note that even when usingezipg methods to guarantee wa-
tertightness, the use of seamless (or nearly seamlesshete@zations is still valuable, because
they eliminate any visible crease or discontinuity along seams. These artifacts can also be
avoided by combining multiple parameterizations usingréifen of unity, but these methods are
too expensive to be practical.
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3 Approximate Subdivision Surfaces in Valve's Source Engia

Jason Mitchell, Valve

Figure 38: Character from the garfieam Fortress 2nodeled as a Catmull-Clark subdivision surface and
rendered with Valve's subdivision surface approximatibaged on ACC patches). The character and his
weapon contain sharp features which require crease suggpahder correctly. In the second image, the

black lines indicate patch edges with tagged crease edgkbgtited in green.

3.1 Introduction

At Valve, we have invested early in GPU-friendly approximas to displaced Catmull-Clark sub-
division surfaces with the expectation that this will aecate our ability to exploit hardware tessel-
lation as it becomes available in Direct3D 11 hardwaseq40§. Our software architecture follows
the Direct3D 11 pipeline architecture in order to ease trental migration to hardware. As a
result, we have been able to address implementation dsfsals ¢ to mapping Loop and Schae-
fer's Approximate Catmull-Clark (ACC)IS084 scheme to Direct3D 11 such as those discussed
in Section2.3 and have even extended ACC to include support for hard sd&$¢D709]. In

this chapter, we will describe our system, including the-tiame characteristics of two different
implementations, extensions necessary to support despl@ct mapping and implications for our
authoring pipeline.

3.2 Motivation

Higher-order surfaces have long been standard in the Inistiy due to their ability to compactly
represent high quality smooth surfaces. In the real-tinaeespwe anticipate widespread adoption
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of higher-order surface schemes as GPU compute densityngestto outstrip memory and mem-
ory bandwidth, particularly when it comes to console desighich tend to be especially memory
constrained. In addition to the pure compute-related ratitns for moving tessellation and sur-
face evaluation onto the GPU, higher-order surfaces havwerdbar of other desirable properties.
Higher-order surfaces have a natural LOD mechanism, astrelge arbitrarily tessellated to trade
off quality and performance. We are interested in the giiitauthor assets which allow us to scale
bothupanddown That is, we want to build a model once and be able to scaletid Im quality
using tessellation and displacement mapping for use imefiendered movies as well as future
hardware. Conversely, we want to be able to naturally sbalguality of an assetownto meet the
needs of real-time rendering on a given system. We expeaiich models can be tailored to dove-
tail with traditional polygon rendering both at runtime aindthe art pipeline, which is essential
when assets must be reused across hardware with varyirgrmpearice levels and feature support
(including no higher-order surface support at all). Anothiee advantage of higher order surfaces
is that their use is orthogonal to most shading techniguebyding many popular rendering trends
such as screen space techniques and deferred renderi), avhiagnostic to the upstream geom-
etry representation that populates their image-spacdsfiple(q[DWS™ 88|[Mit07][\ValOo7]. For
these reasons, we have advocated the implementation efi&®s hardware and have chosen to
take on the risk of investing in this technology prior to haade availability.

3.3 Software Pipeline

We have mapped the Direct3D 11 pipeline onto Di-
rect3D 9, includingnstancedandnative tessellation
codepaths, where the vertex shader and hull shadg
are implemented in software on the CPU and the re- v v
maining stages are executed on the GPU as shown i
Figure 39. The CPU-side vertex shading operations
include skinning, vertex morphing and other opera- v 4
tions which are appropriate to perform at the control T_essenatoremulatet

mesh level. Post-transform control mesh vertices ard 2 o=reed Paeh

Vertex Shadef Vertex Shade

=

Hull Shader Hull Shader

s Native Tessellatd

then sent to a threaded and SIMD-optimized software v v

hull shader where they are mapped to a set of Bézieq 5o sueesneienerto o harsnare vories Shed
patches using our technique. This data is copied asyn 3 ¥
chronously to a oating point texture map in GPU

memory for subsequent processing by the GPU. Pixel Shader Pixel Shader

With the control points sitting in a oating point texX- |hstanced Tessellation

ture, domain points are instantiated with appropriate

mesh connectivity on the GPU using either hardwareFigure 39: DX11 pipeline using instanced
& native tessellation on DX9

Native Tessell
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instancing or ATI's native hardware tessellator. Af-

ter this on-chip data ampli cation, the GPU's vertex

shader—playing the role afomain shaderevaluates Bézier patch positions and tangent frames
at the newly-generated vertices using Bézier controltsdetched from the oating point texture
generated by the CPU-side hull shader. In our case, the Madauk to ACC conversion was
done on the CPU, though it can be performed on the GPU as islyjotie SubD10 sample in the
DirectX SDK as well as by{l'YM " 08].

We can then instantiate domain points using eithstanced tessellatioror native tessellation
As discussed in Sectiah 4, instanced tessellation is available in shader model I@Weae with
vertex texture fetch capabilities such as NVIDIA GeForce@and ATI RADEON HD 2x00 and
newer GPUs. Native tessellation is available in the XBox 88Qvell as ATI's Direct3D 10 class
GPUs [Lee0q [TatO7.

3.3.1 Native Tessellation

ATI's hardware tessellator instantiates the vertex shadler v points in the[0::1F domain and
provides the shader with access to all of the “super-pruaitilata from the input vertices £e04
[Tat07. In ATI's terminology, “super-primitive” refers to the tion that the shader has access to
the attributes of the vertices de ning tlvehole primitive—in our case, all four vertices de ning
each quad. This is in contrast to a traditional vertex shadhéch only has access to the attributes
of a single vertex, with no primitive-level information. @ ATI model behaves much like a limited
form of domain shader in that the shader has access to prtével data, albeit much less data
than is made available to a Direct3D 11 hardware domain shadeur implementation of native
tessellation the domain/vertex shader uses this supmitjyeé data and fetched Bézier patch data
to evaluate patch attributes.

The remainder of the graphics pipeline is unchanged, so afementor need only alter exist-
ing vertex shaders and vertex buffer layouts to take adgenté tessellation. In Valve's Source
engine, minimal changes were necessary to add this furaiipto existing production-tested ver-
tex shaders, though we did run into some limitations of the®BD 9 vertex shader programming
model which we will discuss below.

3.3.2 Performance
In our architecture, it has been fairly straightforward taintain both instanced and native tessel-

lation codepaths so that we can measure tradeoffs of thegpiaches. For example, as we will
discuss below, we have measured performance advantadpesinstancing path. Despite this, it is
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convenient to maintain the native tessellation method) beta means of cross-checking algorith-
mic details as well as to gain access to the additional featprovided by native tessellation such
as easy access to oating point tessellation and separatedge LOD functionality necessary to
implement adaptive subdivision.

CPU Performance As discussed in sectia® 3 we perform vertex and hull shading on the CPU
using a software architecture modeled on the Direct3D 1&lpip. In our measurements, the pri-
mary bottleneck in the CPU hull shader's conversion frorn@dk-Clark to Bézier patches using
ACC is the computation of the tangent patches. As mention&gction2.3.2 quad meshes are
typically comprised of a mix of regular and extraordinarygbees, each with different properties.
Because of the nature of ACC, we can avoid the signi cantgrenfince cost of computing tangent
patches for the regular patches of the mesh since they areequited. Hence, the overall perfor-
mance is dependent on the mix of valences in the mesh beinvgited, where a mesh consisting
of only regular patches could see as much as a twofold peaiocmincrease over a wholly extraor-
dinary mesh. Additionally, we have vectorized the conwrsnath using CPU SIMD operations,
lookup tables and loop unrolling, resulting in roughl$xaspeed improvement relative to our orig-
inal CPU implementation. Further, since hull shader intioces are independent of one another
in the Direct3D 11 pipeline architecture, it is natural tditdhis computation across CPU multiple
cores. Threading the hull shader invocations resulted edalitional3.58xperformance improve-
ment on 4 cores for meshes between 1000 and 10,000 patchesallyathese CPU speedups are
independent of the chosen GPU data ampli cation methoddimeed or native tessellation).

GPU Performance On the GPU side of the bus, we can compare the performancestaiiced
and native tessellation. In Tabfe we compare instanced and native tessellation performaince
the datasets shown in Figud® using the ATI RADEON 4870 X2, which is capable of running
both codepaths.

Native Tessellation || Instanced Tessellation
Mesh| N=3 | N=9 | N=15 || N=3 | N=9 | N=15
Car | 1344 1296| 589 || 1550| 1301 | 846
Ship | 1245| 326 | 137 || 1196 | 473 222
Poly | 747 | 160 65 532 | 304 132

Table 4:Performance Comparisons- The Car, Ship and Poly models contain 1164, 5180 and 1064& qu
faces. Performance numbers are in frames per second, radasuian Intel Quad Core Q9450 2.66GHz
and ATI RADEON 4870 X2N = number of tessellated vertices per control mesh edge.

In our tests, we have often seen the instanced path perfoica 88 fast as the native path. As you
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Figure 40: Car, Rocket Frog, Ship and Poly models used impaegnce measurements. The models contain
1164, 1292, 5180 and 10618 quad faces respectively

would expect, both techniques perform the same number tfreepperations. Due to differences
in the hardware interfaces, however, the native tessafigthader uses roughly 16% more instruc-
tions than the instanced patch shader. This minor differ@loes not explain thex performance
delta, leading us to conclude that the performance diffexénnot entirely related to shader length,
but rather, is related to deeper hardware implementatitalgle

Graphics Pipeline State Our measurements indicate that ATI's native tessellatiati geems to
be more impacted by the rest of the pipeline state, notalelytmplexity of the pixel shader and
the number of interpolators output from the vertex shading o triangle setup. The numbers
in Table4 were generated with a vertex shader which outputs two iotetprs to a trivial pixel
shader. If we output ve interpolators to a 22 instructiorglishader, we measure a 1.8x to 2x per-
formance hit when using native tessellation. The instanesskllation path sees no performance
penalty with the same change. Given that our productionesisddequently max out the number
of vertex shader outputs (up to 10 4D vectors in Direct3D 18 ihstanced tessellation path has a
signi cant performance advantage in practice.

Regular vs Extraordinary Patches Through our own tests and using hardware analysis tools such
as NVPerfHUD, we have determined that both the instancednatisle hardware tessellation
shaders are vertex texture fetch bound. Each invocatidmeodlémain shader performs 30 fetches
of packed control point data (12 for the control points, arfidr@®ach of the two tangent patches).
For regular patches (with all vertices of valence 4), we camdfetching the tangent patch control
points and use the de Casteljau algorithm (described inde213.3 to compute both positions
and normals. This saves 18 texture fetches for these padthies expense of drawing regular and
extraordinary patches with two API calls rather than onéhisicase, we measured a 20% (1.9ms)
performance improvement in GPU evaluation cost at N = 33Herrbcket frog mesh by splitting
evaluation of regular and extraordinary patches. In agldjtive avoid calculating tangent patches
for regular patches when converting from Catmull-Clark ©@\in the (CPU) hull shader. In our
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implementation, this saves an additional 0.26 ms of CPU timthe rocket frog.

In practice, care should be taken with small meske2000 patches) with few regular patches.
Separating regular and extraordinary vertices requiresii? calls—as opposed to just one—and
the CPU-side overhead of this extra API call can outweighsténgs gained by reducing the
shader load for regular patches. Additionally, we have tbmmdvantageous (and in some cases
necessary) to keep the use of vertex shader general purggiséers to a minimum, particularly
when combining patch evaluation with some of the more ac®@nertex shaders that we have
used in recent games suchBsam Fortress 2Portal, Left 4 Deadand theHalf-Life 2 series. To
reduce the number of GPRs, we reorganized the shader cogéttthe loading and evaluation
of the geometry patch and the loading and evaluation of thgetat patches, allowing GPRs to
be reused between position evaluation and tangent evatuaflhis made the implementation
somewhat awkward, but the Direct3D 9 vertex shader progragnmodel simply exhausted its
general purpose register bank without such shader magsagin

Staying “On Chip” It is worth noting that the Direct3D 11 hardware pipeline ésidjned to elim-
inate the need for the domain shader to fetch control poita ftam memory. That is, once all
stages of this approximate Catmull-Clark rendering metimde migrated to Direct3D 11 GPUs,
the transmission of control point data from the hull shadehé domain shader will not require the
control points to ever reside in off-chip memory. The cohprmints will only exist eetingly “on
chip,” computed at patch granularity by the hull shader asetifor evaluation at post-tessellated
vertex granularity by the domain shader. It is the hope of, ABtdware and game designers that
this drastic reduction in memory traf c will greatly increa the GPU performance of any higher-
order surface scheme which is executed on Direct3D 11 haedwewill be exciting to see how
this plays out over the coming years.

3.4 Creases

Though Microsoft and its hardware partners had Loop and &eha ACC technique in mind
when developing the Direct3D 11 pipeline, each new stagadraained programmable so that
developers can customize the functionality to suit thegdsein a variety of ways. At Valve,
the programmability of the Direct3D 11 architecture haswa#d us to extended ACC to support
hard creases{VIDZ09]. This additional functionality has no measurable impacperformance
and, in fact, the tessellator and domain shader are no eliffehan they are in the original ACC
technique.

While subdivision surfaces allow us to compactly represemioth geometry, we sometimes wish
to incorporate hard creases into our art. On the left sideigiirE 41, we see an example of a
car modeled with Catmull-Clark subdivision surfaces amttiezed with ACC. While this yields
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a smooth, high quality result with no visible polygonal fatts, many areas of the car are overly
smooth and do not capture the shape that the artist inteldeahizey. On the right side of Fig-
ure4l, we see the same car with numerous edges tagged as harddrgdlse artist and rendered
with our system to better convey the intended shape. For pbearwhen rendered with regular
ACC, the front bumper turns into a cylindrical shape withetiggal ends, but this shape is rendered
as a square extruded along a smooth B-Spline path using etemsy The artist has even mod-
eled two prominent “pinches” (darts) in the hood of the catdnyging edges which happen to be
isolated and do not form part of a corner or creased edge loop.

Figure 41: Left: A car model rendered with ACQIight: The same model with creases and corners added
using our method.

In Figure42, we see a closeup of the dashboard of the car, rendered withe#&@ with our method.
You can easily see a variety of areas where the artist usegkiiressive power of hard creases to
convey the desired shape of this mechanical object. Evendiermechanical models such as the
Heavy Weapons Guy fromieam Fortress 2hown in Figure38 and43, hard creases are useful
for modeling hard edges at areas such as the charactefrsngand even his ngernails.

3.5 Displacement Mapping

In addition to approximating the Catmull-Clark limit suefg it is possible to compactly represent
high frequency detail by displacing the vertices from thgragimate limit surfaceCoo84 [ LMHOO].
We have written an extractor which processes the Catmaltk@ontrol mesh and a separate high-
resolution detail mesh to generate a scalar displacementefative to our approximation to the
Catmull-Clark subdivision surface_[DM9d. Each invocation of the domain shader performs 30
fetches of packed control point data and the inclusion ofdfitenal data fetch to access our dis-
placement map has negligible incremental performancedtnpéewise, the few additional ALU
operations necessary to displace the vertex from the appaba limit surface are insigni cant.
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Figure 42: Left: The dashboard of our car model rendered with AR{ght: The same model with creases
and corners added using our method.

Figure 43: Closeups of Heavy Weapons Guy's hands using ese@sconcisely model details such as
ngernails and the edges of the gloves

The barriers to the adoption of displacement mapping araddéional memory burden of storing
the displacement maps and the tool investment necessamietygrate displacement mapping into
the art pipeline. There are available commercial tools siscABrush, MudBox and others which
can output height eld textures suitable for use as dispte@a maps. In these tools, however, the
computation of such height maps is performed relative toGaemull-Clark limit surface of the
underlying control mesh. The Catmull-Clark limit surfasenot what we are rendering, however.
We are rendering an approximation made up of bicubic patetieg a separate normal eld which
makes up for the fact that the geometry patches are not redg<s! at patch boundaries. As a
result, we have written our own displacement map baker whggs the creased ACC geometry
and normal elds in the baking process to ensure that thelatigment maps are computed ren-
dered to approximate limit surface. In Figutd, we see a Vortigaunt character from the game
Half-Life 2 rendered as an approximate Catmull-Clark subdivisioresetfIn the row of images,
we see the smooth approximate limit surface shaded with plsiPhong shader, using a normal
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map to provide some detail in the lighting. In the bottom rdwnoages, displacement mapping
has been applied to the character to add surface detalil.

Figure 44:Top row: A Vortigaunt fromHalf-Life 2 rendered as an approximate Catmull-Clark subdivision
surface.Bottom Row: The Vortigaunt rendered with displacement mapping.

Future-proof Assets As you can see in Figuré4, we tend to use displacement maps to capture
so-called meso-structure details rather than large-stgét structures such as appendages. We
feel that this is appropriate because these details caly §&fé OD'd away or even omitted as part
of the scalability required of interactive games which malgp into a marketplace with widely
varying GPU capabilities and performance characterist8s, while players of futurélalf-Life
games may initially only see the displacement mapped \autigin non-interactive movies or on
very high-end hardware, we anticipate being able to phasieeimlisplacement mapped assets as
hardware improvewithout having to go back and rebuild the character again
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3.5.1 Wrinkle Mapping

For a number of years, we have been employing a techniqueliweraakle mappingo the normal
and base color textures of our characters' faces in ordeweotlye impression of complex surface
deformation. During facial animation, an additional scallaannel (thevrinkle weighj is accu-
mulated per vertex along with our geometric morph targediheftions. The pixel shader uses this
interpolated wrinkle weight to perform a simple blend begweéhree normal and color textures:
theneutral compresandstretchmaps, as described previously hyi§0d. As you would expect,
wrinkle mapping naturally combines with displacement magwith very little shader modi -
cation. In Figure45, we can see the neutral, compress and stretch poses for #wy Mé&apons
Guy from Team Fortress 2including displacements which add ne-grained dynamiorgetry
deformations at very low cost.

Figure 45: Wrinkle displacement maps for neutral, compeegbkstretch poses on the Heavy Weapons Guy

3.6 Moving from Polygons to Subdivision Surfaces
Besides improvements in surface smoothness, the move fadyggnal to subdivision surface

models has additional advantages for game developeraging the improvement in both tangent
frame quality and skin weight management.
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3.6.1 Quality Tangent Frames

One fact that non-game-developers are often surprisedio iethat games generally have inaccu-
rate tangent frames due to the nature of the current GPUipgdlypically, games must skin their
precomputed tangent frames and, even worse, accumulagghrofisets to their tangent frames.
Traditionally, this has resulted in awkward lighting aatifs and the need to generally constrain the
range of possible character performance, particularlyhédase of facial animation. Due to the
way that the new Direct3D 11 pipeline stages integrate iméogrraphics pipelinafter vertex ani-
mation operations such as skinning and morphing, surfageale can now be computed relative
to animated control meshes, improving shading quality. ¥an&ple of a high quality normal eld

is shown in Figuret6, which illustrates per-pixel normals of the Heavy Weapomny @om Team
Fortress 2

Figure 46: High quality normals

3.6.2 Manageability

At Valve, the modelers who have begun the switch from polgamdeling to subdivision surface
modeling have experienced an increase in both producawitysurface control. This is primarily
due to the low number of control mesh vertices that must beagpech relative to a polygonal
mesh of suf cient complexity. Naturally, skin weighting much more manageable as there are
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relatively few vertices in a control mesh. Additionallyetlapproximate limit surface tends to
behave predictably when the control mesh is animated. Iryroases, achieving similar animation
results with a purely polygonal model with polygon count @arable to our post-tessellated limit
surface approximation would be not only impractical butuatly impossible.

3.7 Future Work

Obviously, a critical next step in our adoption of approxien@atmull-Clark subdivision surfaces
is migration to Direct3D 11 hardware as it becomes availaklace we understand the perfor-
mance characteristics of Direct3D 11 GPUs, we can deterhuneaggressive we should be in our
adoption of approximate Catmull-Clark subdivision suesand how quickly we can realistically
ship it to our game customers. At this point, we are far enalghg in our implementation that
we have shipped GPU-rendered approximate Catmull-Clabkligision surfaces in the form of
some rendered elements in the animated sivdeist the SandvicandMeet the Spy

In the future, we intend to address the topi@adhptive subdivisigras this will be critical for per-
formance and level of detail (LOD) management. Bunnell lemma@hstrated extremely compelling
results using adaptive tessellation of displaced Cat@lark subdivision surface3[)n05. We
anticipate that this will be particularly important as wevadeyond isolated character and ob-
ject meshes and into the trickier problem of environmenttanchin rendering with approximate
subdivision surfaces. Given the new programming modebchiced in Direct3D 11, we expect
that it will be necessary to develop new error metrics an@sas for determining the appropriate
level of detail for a given primitive or primitive edge, piatilarly when performing displacement
mapping. To date, we have intentionally put off exploratdadaptive tessellation schemes since
they complicate the Direct3D 9 instanced (or ATI native) lempentation in a way that doesn't
remain useful once we have a real GPU hull shader to tessetlannection S04.

Naturally, it is necessary for an interactive game to iraegany model representation with game
systems such as real-time collision detection and decaklde rendering. Some of the same func-
tionality will be required for integration with other datengli cation schemes such as hair render-
ing and simulations as discussed in the next chapter. Iniaddo the optimizations described in
Section3.3.2 we would like to explore culling operations appropriatatdisplaced patch repre-
sentation; [MHOO] has reported compelling speedups from the use of normatsjasio].

We have integrated our technique with the Source engineletk and facial morphing systems as
shown in Figure88 but we look forward to exploring additional animation tejues such as uid
simulation, cloth simulation or free-form deformation (B¥of the low-resolution quad mesh. We
anticipate having to make changes to such simulations bars¢ide fact that we are animating a
subdivision surface control mesh rather than the nal polya primitives to be displayed.

72



3.8 Conclusion

We are at a critical point in the evolution surface represtons for real-time graphics and the
investment being made by the GPU vendors in their Direct3Ddrtiware aims to address mem-
ory and memory bandwidth issues by performing programmdata ampli cation on chip. It
still remains to be seen, however, whether hardware wi lip to its potential in this area. Af-
ter all, hardware tessellation (PN Triangles) has shippedainstream graphics hardware before
[VPBMO1] and has languished due to lack of adoption by tool vendadggame developers. This
time around, however, there is reason to be optimistictthats the big switch to a new high qual-
ity real-time surface representation as we are working withmore established base primitive
(Catmull-Clark Subdivision Surfaces) running on more pearfant and programmable hardware
units.
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